
Abstract

Software testing is probably the most important method for detecting soft-
ware failures. Automated testing allows faster and longer tests with much
more variation compared to manual testing. Therefore, automated testing is
able to uncover failures that would be left unnoticed in manual testing.

Test automation in its traditional form, that is, running predefined test
scripts, improves the speed and the length but not that much the variation
in tests. This is a severe lack because repeating the same tests again and
again is unlikely to reveal any new failures. Model-based testing solves the
problem by also automating the generation of tests in addition to running
them. Every model-based test can be different from earlier tests, if this is
wanted.

Despite the mentioned and other advantages of model-based testing, its
adoption in industry has been slow. Obstacles have been assumed to include
the limited technical background of testers, the culture of testing being in-
formal and ad-hoc, limited tool support for test generation, and difficulties
to track what has been tested.

In this thesis, we develop a domain-specific model-based testing tech-
nique for testing smartphone applications and their interactions through their
graphical user interfaces. In this restricted domain we can overcome many
obstacles: tools and techniques designed for the particular domain lighten
the expertise requirements of both testers and modellers.

Because we use frequently changing graphical user interfaces as the test
interface, we emphasise the maintainability and reusability in the modelling
technique. We introduce tools suitable for non-technical testers for design-
ing and running model-based tests. We also present solutions for debugging
lengthy test runs, and for verifying and debugging test models without back-
ground knowledge on formal methods. Our initial case studies indicate that
the model-based testing technique is appropriate for testing product families,
that is, products with slightly varying software and hardware configurations.
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Chapter 1

Introduction

Computer programs, that is software, are involved in a wide range of our
daily activities. They help us to drive cars, communicate around the world,
watch TV and wash our laundry, to mention just a few of their application
areas.

It has been said that computer programs are among the most complex
human-made objects in the world. Due to the great complexity, a program-
mer who has designed a computer program cannot be sure if it works cor-
rectly. Some errors in software may never come up, but the costs of the rest
vary from minor irritation to hundreds of millions of dollars [1] or even loss
of human life [2], depending on the severity of the failure and the criticality
of the software. In 2002, it was estimated that inadequate software testing
infrastructure causes annual costs of up to 60 billion dollars for the U.S.
economy [3].

As we have become increasingly dependent on software systems, the qual-
ity of software has become increasingly important. Numerous methods have
been developed to improve and assure software quality. Software testing is
one of the earliest [4] and still among the most important and frequently
used methods. It is an activity where errors are sought out from a computer
program by running and observing it.1

During the past decades, software has not only spread into new appli-
cation areas; it has also evolved in ways which should be recognised when
designing how to test it. In this chapter we present two fundamental proper-
ties of modern computer programs which make testing difficult. We reason
why testing is still necessary, and give a short demonstration as to why tra-
ditional and, unfortunately, still usual, software testing is inadequate when
facing the current challenges. We give a brief introduction to model-based

1More precisely, this definition applies to dynamic testing ; computer programs are not
executed in static testing approaches, which are outside the scope of this thesis.
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testing, a promising testing method that increases the efficiency of testing
dramatically. We also introduce a model-based testing tool targeted espe-
cially for testing applications and their interactions in smartphones. Finally,
we give an overview of the contents of the thesis.

1.1 Complexity of software is increasing

While software has spread, it has evolved in two fundamental ways from the
early days. First, not all computer program operate in linear, start – read
input – process data – print output – stop fashion anymore. Instead, soft-
ware may be running continuously: reading inputs all the time and reacting
to them, for instance, by sending outputs. This kind of software is called
reactive [5].

It is natural to test a linearly operating program with linear tests: a
tester starts the program, gives it inputs, observes the output and checks
whether or not it is correct. However, it may be surprising that reactive
software is usually tested in the same old linear fashion, too. The problem
is that even though a reactive computer program needs to accept an infinite
number of different, arbitrarily long input sequences, a linear test tests only
one of them–and usually a very short one.

The second fundamental step in the evolution is that software may be
concurrent, that is, its code may be executed in several, somehow interact-
ing contexts at the same time. Multicore microprocessors and fast networks
encourage the development of concurrent and distributed software. Even
battery-powered hand-held computers have processors fast enough for run-
ning full-scale multitasking operating systems, and thereby even those devices
offer a suitable platform for concurrent software.

Due to the concurrency, it may be impossible to tell beforehand in which
order the lines of the program code will be executed. At a higher level
of abstraction, observable events that occur during the execution can be
interleaved in many different ways. Predicting the order of the events is
impossible because the speed of execution may vary in different contexts at
different times.

In concurrent software, there may be errors which can be detected only if
a certain interleaving of events takes place. These errors are not rare because
concurrency raises the difficulty of not only testing, but also designing and
implementing software. Usually, a linear test tries out only one interleav-
ing. On the other hand, the number of interleavings is often so huge that
developing linear tests to test each of them is not feasible.

In addition to the great number interleavings, concurrency poses the prob-
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lem of nondeterminism. It means that we lose full control of the interleavings
that take place in testing. Non-determinism is undesirable for linear tests.
During a test, the execution of nondeterministic software may choose a path
that is not expected in the test. This makes the test execution rather useless,
because we could not test what we were supposed to, and because we may
not be able to continue the execution.

It is obvious that testing a computer program that is both reactive and
concurrent is very challenging. However, that kind of systems can be found
all around us already. For example, PCs, mobile phones, and even the most
advanced calculators include multi-tasking operating systems and several re-
active applications that run concurrently.

1.2 Software needs to be tested

If software testing is difficult, could we do something else for the quality of
software so that we would not have to test it in the first place? Increasing
complexity has not been only then testers’ concern. A number of methods
have been developed for detecting errors and even ensuring the correctness of
systems in the design and implementation phases. The methods vary from
inspecting the behaviour of the system in simulations to proving that the
system satisfies some formally specified properties.

Astonished by the power of available methods, one might wonder why
there is still Commandment IX in the Ten Commandments of Formal Meth-
ods (even in the revised version [6]) which says: “Thou shalt test, test, and
test again”. There are reasons why even rigorous formal proofs do not guar-
antee the correctness of the real system [7, Myth 1]. First, the (formal)
specifications that the system satisfies may be incorrect or incomplete, that
is, they do not require everything that it takes for a system to be correct.
Second, because of the overwhelming complexity of the actual computer pro-
grams, it is usually an abstract model of the program that is being verified.
The abstract model hides many details of the real implementation, and thus
it may hide many errors too.

Indeed, the computer program may have to face a range of different soft-
ware and hardware components around it. It may have to run in numerous
configurations in various operating systems where some other computer pro-
grams may share the same resources. It may encounter a variety of power,
hardware, network and software failures; there may be fluctuations in the
processor speed, load, available memory and network bandwith. There may
be unexpected and even malicious inputs coming through from users and
from networks, for instance. Concurrently running applications or internal
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tasks like garbage collection may not be allowed to destroy the responsive-
ness of the program. Without going any further, it is obvious that there is
a need to test the real implementation of the system in an environment that
is at least as hostile as its real operating environment.

Having emphasised the necessity of testing, we would like to clarify that
we do not question the use of other validation and verification2 methods in
addition to testing. On the contrary, we have first-hand experience on the
usefulness of formal verification in Publication [I], and one can find a number
of other success stories [8]. Besides, the use of other methods allows testing
to be focused in areas that cannot otherwise be validated or verified. The
different approaches complement each other.

1.3 Traditional software testing is not enough

In the following, we refer with the term traditional software testing to testing
where the required behaviour of a system (input/output) is expressed as
sequences or using a tree-like notation [9]. This is clearly the case with
manual testing based on test cases (typically a test case specifies a linear
sequence of inputs and the required outputs), but it is often the case with
many automated software testing techniques, too. The increasing complexity
of software rapidly widens the gap between all possible behaviours of a system
and the portion of the behaviour that can be tested or even described in
traditional software testing. We demonstrate the growth of the gap with an
example from real-life smartphones. The example will be used as a running
example throughout the introductory part of the thesis.

S60 [10] is a software platform providing libraries and a basic set of appli-
cations for smartphones with a Symbian [11] operating system. Applications
on S60 can run concurrently, but only one instance of each application can be
running at a time. That is, there cannot be two Gallery applications (the ap-
plication is for viewing images and playing sounds, etc.) running at the same
time as there can be two Notepads running concurrently in the Microsoft
Windows operating system. All the time, exactly one of the running S60
applications is in the foreground, while others are hidden in the background.
A user can switch the active (that is, the foreground) application any time
he/she wants. In this example, our job is to test three standard S60 applica-
tions, Gallery, Camera and Voice recorder, from the user perspective. That
is, we send inputs and observe outputs through the graphical user interface

2Validation is checking the system against its intended requirements, while verification

is checking if the system complies with its specifications. In formal verification it is proved
that (usually a formal model of) the system satisfies some formal requirements.
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(GUI) of the device.
Let us first consider testing the Gallery application. The application has

distinct menus for selecting a photo to be viewed and for selecting a sound
clip to be played. Photos can be displayed in normal and fullscreen modes,
and sound clips are played in a player mode. Using traditional software
testing, we could write two test cases. The first could select a photo, view
it in the normal mode, then in the fullscreen, and finally return back to the
photo menu. Another test case could select a sound clip, play it in the player
mode and return to the sound clip menu.

Already with this very abstract behaviour our test cases would leave
very important behaviours untested. For instance, a user could toggle be-
tween normal and fullscreen display modes several times without changing
the photo, or the user could play a sound clip, return to the sound clip menu
and select another sound clip to be played. To an example as small as this
one so far, we could add new test cases to cover these and some other in-
teresting behaviours. However, we will show how adding new features that
interact with the existing ones makes the number of required test cases grow
too rapidly for that approach.

Next, consider testing the Voice recorder application. The application
allows the starting and stopping of the recording of a sound clip, playing the
most recently recorded sound clip and activating the Gallery application. If
the Gallery application is activated, it is supposed to change its state to the
menu where the user can select a sound clip to be played.

Including this application to the test does not increase the number of im-
portant test cases only by the same number as the first application did. The
increase is much bigger due to the interactions between applications. In ad-
dition to testing Voice recorder alone, we must also test the situations where
the Gallery application is and is not already running before it is activated
from Voice recorder. Furthermore, if Gallery is already running when it is
activated, its current mode may have an effect on the activation. For exam-
ple, is the display correctly restored from the fullscreen mode when Gallery
is forced to go to the sound clip menu? What happens if Gallery is playing a
sound clip during the activation? There are also other interactions. Can one
play a sound clip from both Gallery and Voice recorder at the same time?
What if a user decides to switch between applications while Voice recorder
is recording? Is it possible to play the sound clip that is being recorded?

Let us turn to the Camera application next. It is able to take photos
and, similarly to Voice recorder, activate the Gallery application and change
it from its current mode to the photo menu. From the Voice recorder example
we already know that testing Camera alone is not enough; also it is clearly
necessary to test its interactions with the Gallery application. In addition
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to the interactions with Gallery, activating Gallery repeatedly from both the
Voice recorder and Camera applications would definitely be worth testing.

This simple example already shows that it is not enough to test each con-
current component separately. Various interactions between the components,
direct or indirect, such as shared resources, rapidly increase the number of
situations which should be tested. In the worst case, the growth can be expo-
nential in the number of applications. For example, consider an alarm clock,
that is yet another application whose interactions with Gallery, Camera and
Voice recorder should be tested. The alarm clock can show an alarm mes-
sage while Voice recorder is recording, while Gallery is showing an image in
fullscreen mode, while Camera is saving an image or activating Gallery, and
while any combination of these activities take place simultaneously.

Thus, thorough testing of concurrent systems using traditional testing
techniques easily requires an unfeasible number of test cases. Even if some-
one were able to write down all of them, their maintenance would require a
tremendous effort. Maintainability is even more important when tested prod-
uct is part of a product family [12, page 2] where different family members
are packed with different selections of applications.

1.4 Advantages of model-based testing

The term model-based testing refers to the kind of testing where tests are
generated from models [13, page 6]. Most often the generation is automated,
which gives two important benefits. First, the possibility to find bugs is
greater than in traditional testing. The computer can generate an arbitrary
number of different tests from a single model. They are likely to test many
behaviours that testers, or even the modellers who made the model, have
never thought of. Thus the tests can find bugs that would not have been
found by human-designed tests. Second, the maintenance effort is much
lower than in traditional software testing. Instead of updating hundreds or
thousands of test cases, it may be enough to change just a couple of details
in the models.

An automatic method for generating tests allows the generation of huge
numbers of tests and tests so long that running them takes days. Therefore,
the execution of model-based tests is often automated, too. The automa-
tion of execution results in more benefits. In addition to the possibility of
running high volumes of tests, it makes so-called online model-based testing
possible. In online testing a test is generated simultaneously as it is being
run. Therefore, the course of a test run can be changed according to the
observed behaviour of the system under test (SUT). Especially SUTs that
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contain concurrency are likely to be nondeterministic, as explained earlier.
Therefore, a single sequence of inputs may make the SUT give different out-
puts at different times. The inputs that are allowed next depend on the
received output. In traditional software testing, tree-like specifications can
cope with this behaviour to some extent, linear specifications do not. Online
model-based testing allows arbitrarily long tests of nondeterministic SUTs,
too, because there are no test cases or suites.

However, adopting model-based testing is not straight-forward. Due to its
obstacles, the use of model-based testing in industry has grown slowly [14].
There may be technical problems such as test generation algorithms cannot
cope with the huge test models, or the meaningfulness of tests is hard to
assess and require. Non-technical problems may include the lack of in-house
expertise in modelling, and the difficulties in finding relevant tasks to the
traditional testers in the new era of testing. By addressing these problems
among others in thesis, we wish to pave the way for adopting model-based
testing in smartphone industry.

1.5 Overview of TEMA toolset

To test our model-based testing ideas, we have implemented a toolset called
TEMA [15]. It has been designed for testing applications and their interac-
tions in S60 mobile phones through their GUIs. TEMA is available to the
public under a liberal open source license (MIT [16]).

The high-level architecture of the toolset is presented in Figure 1.1. The
toolset contains a model designer tool [17] for creating model components,
a simulator tool for visually verifying and debugging model components and
test models (Xsimulate), a web interface for ordering and monitoring test
runs, a video debugger for examining recorded test runs, a test engine for
generating and running the tests, an adapter for sending the events to and
receiving response from S60 smartphones, and a model component library for
testing a set of standard S60 applications and their interactions. Coverage
requirements are created by test engineers, and the logs of all test runs are
stored automatically for later use, which may include debugging or repeating
the test, for instance.

The TEMA toolset is placed on the model-based testing taxonomy of
Utting, Pretschner and Legeard [18] in Figure 1.2. The subject in TEMA
models is the environment, more precisely the user using the SUT. Models
contain the information on what the user can do with the SUT, how it can be
done and what the user observes on the display when doing it, that is, the or-
acle is included in the models. TEMA models have been written from scratch
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Figure 1.1: TEMA toolset architecture

for testing purposes only. They have been reverse engineered from the be-
haviours of SUTs and thus have no direct connection to design/development
models.

TEMA models are deterministic and untimed, that is, the modelling for-
malism and tools do not support testing real-time constraints. There are
some timeouts, for instance, observing of a text on the display fails if the
text does not appear within a certain time. The time, however, may vary a
lot because the test is generated online and there is no global limit on the
time a test generation algorithm can use between consecutive actions during
a test.

The modelling paradigm is transition based. More precisely, models are
parallel compositions of user-defined (and a few automatically generated)
labelled transition systems (LTS). LTSs are suitable for modelling the be-
haviour of processes and they are used as a semantic model of many modelling
languages [19]. Yet there are proof-of-concept implementations that support
expressing model components using pre/postconditions [20] and simple Petri
nets [21], too; the TEMA model interface makes them all look like LTSs to
test generation algorithms and to the simulation tool. The basic idea of the
abstraction is similar to the graph module interface of the Open/Cæsar
tool [22].

Only discrete test data is used in the TEMA models, yet the possibil-
ity to embed Python programming language [23] to transitions allows more
powerful test data handling.

Test selection in TEMA toolset is usually based on covering user-defined
requirements. The requirements, on the other hand, refer to model structures
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Figure 1.2: TEMA toolset in a model-based testing taxonomy adapted
from [18]
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and test data. The tools include a test generation algorithm for stochastic
test selection based on weights of transition [24], but stochastic models are
not included in the TEMA model library. Most of the test generation al-
gorithms are different bounded depth graph searches that try to find a test
case satisfying user-defined requirements. The depth in the graph searches
is bounded because the statespaces of test models are usually too large for
exhaustive searches.

1.6 Organisation of the thesis

There are several questions that need answers when model-based testing is
taken into practice. In this thesis, we address the following problems.

• How to create models? Before anything can be tested, models are
needed. In Chapter 2, we present a modelling technique that we have
used in creating test models for S60 smartphone product family. The
modelling technique aims at a highly maintainable set of model com-
ponents, and allows testing execution interleavings and interactions of
arbitrarily chosen, concurrently running applications. We also discuss
briefly the choice of modelling perspective, modelling formalisms, and
a lightweight verification and debugging technique for large test mod-
els. In the publications, the basics of the modelling ideas are presented
in [III], approaches to modelling with an example in [IV], and a more
heavyweight visual verification technique, yet not applicable with large
test models, is presented and used in a case-study in [I].

• How to define what should be tested? In Chapter 3, it is shown how
model-based test runs can be parameterised so that the wanted be-
haviour can be tested. We introduce coverage requirements that can
be freely combined to form different goals for test runs. The language
for stating the requirements is presented in detail in Publication [V].

• How to generate tests? Test generation and some experiences of it are
discussed in Chapter 4. We present different possibilities of arranging
test generation and test runs in a scenario where model-based testing
is offered as a service. In Publication [II], we identify high-level struc-
ture of test generation algorithms, and introduce and compare several
test generation algorithms. Publication [VI] presents a scenario where
model-based tests are ordered from the web.

• How to measure what has been tested and how to debug a failure after a
long test run are discussed in Chapter 5 when issues after a model-based
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test run are handled. Here we also consider issues regarding repeating a
test, which is not always straightforward in model-based testing. These
issues have not been addressed in the included publications.

Of course, a single thesis cannot provide complete and final answers to
such extensive questions, even if answers would exist in the first place. What
we can and will do is to present ideas how we have been able to solve the
problems in a challenging domain. We share experiences that we have ob-
tained in our case studies, and we discuss some other possible solutions that
could have been chosen.

1.7 Author’s contributions

The author has contributed to the publications and the TEMA toolset in
multiple ways. The main contributions have been the modelling technique for
testing the interactions of arbitrarily chosen S60 applications, the language
for expressing coverage requirements, and test generation algorithms. The
author has also participated in writing the articles. In the TEMA toolset
(see Figure 1.1), the author has designed and implemented automated test
model construction, test data handling, the test engine, the simulation tool
and a proof-of-concept utility to allow video debugging. In the following, the
contributions in each included publication are presented in more detail.

In Publication [I], “Debugging a Real-Life Protocol with CFFD-Based
Verification Tools”, the author conducted a case study where the correctness
of a link layer protocol was formally verified. He modelled the protocol
using the formalism (LTSs and their parallel composition) which he developed
further for S60 application modelling purposes in later publications. Yet
the visual verification technique is used for verifying the correctness of a
design model in this article, it is appropriate for verifying test models, too.
However, the test models must be relatively small, because the technique
requires constructing the complete statespace of the model. Some ideas of
the visual verification technique live in the simulation tool developed by the
author and introduced in Chapter 2.

In Publication [II], “Heuristics for Faster Error Detection with Automated
Black Box Testing”, the author divided the concerns of what to cover and
what to expect from a nondeterministic SUT as separate building blocks of
test generation algorithms. Based on the separation, the author designed
and implemented four variations of so-called player algorithms. The greedy
random and the statespace evaluation algorithms where results of joint work
with Pablo Virolainen, and the latter based on the ideas of Antti Valmari.
The coverage classes where joint work with Pablo Virolainen.
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In Publication [III],“Model-Based Testing Through a GUI”, the author
combined action word / keyword testing technique and LTS-based modelling,
which resulted in maintainable and reusable test model components: action
machines and refinement machines. The author also introduced a method
how to test interactions of any set of applications by automatically combining
their test model components. He also created the models for the small case
study and, together with Mika Maunumaa, the proof-of-concept software for
running the tests.

In Publication [IV], “Towards Deploying Model-Based Testing with a
Domain-Specific Modeling Approach”, the author has polished the modelling
scheme presented in the previous publication and designed, as a joint work
with Mika Maunumaa, a control tier above the action tier. Together with
Mika Katara, the author created an example of creating models in bottom-up
fashion, starting from the keywords recorded from the SUT.

In Publication [V], “Making Model-Based Testing More Agile: a Use Case
Driven Approach”, the author introduced the coverage language, a simple
language for stating (and querying) what should be (and is already) covered
in a test model. The author also presented an evaluation for coverage lan-
guage expressions and a test generation algorithm that tries to fulfill coverage
requirements defined in the coverage language.

Publication [VI], “Model-Based Testing Service on the Web”, presents
the TEMA toolset which include numerous components designed and imple-
mented by the author. The author was involved in designing, based on Mika
Katara’s original ideas, how the model based testing service on the web could
be implemented, and implemented server modules to support building the
web interface.
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Chapter 2

Modelling User Behaviour

As already stated, tests are generated from models in model-based testing.
Thus, one crucial issue in model-based testing is how to obtain a model which
can be used for test generation. Later on, we call this kind of model a test
model to distinguish it from models that cannot be used for test generation as
they are, but can perhaps be used as components of test models, for instance.

In this chapter, we introduce the modelling technique that we have de-
signed for and used in testing S60 devices through their user interface. The
technique has been developed keeping in mind the requirements coming from
concurrency, reactivity, GUI testing and product families. GUI testing is
challenging due to the fact that GUIs are often very volatile. Products
within a product family have common functionality. Therefore, the reuse
of test artifacts is desirable when testing products of a product family.

2.1 Two modelling perspectives

When creating models for testing, one can model the SUT and/or the en-
vironment of the SUT. We have had the emphasis in modelling the SUT,
that is the protocol, in the case study in Publication [I], but we also used
small models of environments, that is, message senders. In the case study
the system was rather simple and its design-level specification was available
and quite complete. In this chapter, however, we concentrate on the second
modelling perspective, that is modelling the environment. We have taken
this perspective in modelling the Conference protocol [25] in Publication [II]
and S60 applications in Publication [III], where the point of control to SUTs
has been a user interface. In both cases, modelling the environment has
ment modelling the user. We hope that this perspective is more easily un-
derstood by people involved in testing, because the same perspective is used
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Figure 2.1: Modelling in user perspective

in traditional GUI test cases, too.
It is easy to start modelling from the user perspective: first specify the

input a user can give, or the output (if any) that he/she expects to see, and
then the state that defines the future actions the user can take. A simple
model of our running example is presented on the left hand side of Figure 2.1.
The model presents how a user can start and stop the Camera application
and the observations he/she can make after the actions. The prefix “aw”
stands for “action word” which will be explained in the next section.

Starting from the simple start and stop loop, the model can be extended
feature by feature. On the right hand side of the figure, the model has been
extended with the behaviour of taking a photo and deleting it or pressing a
button that causes Camera to exit immediately.

Already this kind of very simple modelling results in models which can
test an infinite number of different behaviours (due to the loops in the mod-
els). However, the modelling technique can be improved notably in terms
of maintenance, automatic test execution, testing the interactions of appli-
cations and testing different combinations of applications, which is needed
in a product family setting. Towards these ends, we will next present some
improvements.

2.2 Action words and keywords

GUIs are very volatile. Themes may change the outlook of the display and
positions of the controls, texts may be changed, menu items reordered, short-
cuts redefined, even navigation paths may be completely redesigned and still
the features of the software may be almost the same as before.

To a tester this means that the features, that is, what to test, stay the
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kwSelectMenu ’Capture’

kwPressKey Softkey 1

kwPressKey Softkey 1
end_awTake a photo

kwPressKey Center

kwLaunchApp ’Camera’

kwVerifyText ’Camera’

kwVerifyText ’Camera’

~kwVerifyText ’Camera’

start_awTake a photo

start_awStart Camera

end_awStart Camera

Figure 2.2: A model component that refines two action words to sequences
of keywords

same, but the way to test them, that is, how to test, changes. We want
to avoid creating test models from scratch due to these kinds of changes.
Therefore, in this section, we divide modelling into two levels: the higher
level of what, and the lower level of how, in order to lower maintenace efforts.
Test models will then be built by automatically combining model components
of these levels.

In GUI testing, action words are high-level descriptions of what is tested,
for example, what a user wants to do: take a photo, or close an application.
Keywords , on the other hand, define how a high-level action can be tested:
which menu should be opened, which menu item should be selected and what
key should be pressed, for instance. [26, pages 446–465], [27].

We use test models that contain both action words and keywords. The
actions in the models in Figure 2.1 are regarded as action words. Separate
models are used to refine these high-level actions to sequences of low-level
keywords that define how the actions can be tested. In order to ease the
automatic handling of models later on, we use the prefix “aw” in all action
words.

Figure 2.2 presents a model component that gives two alternative imple-
mentations to the action word “Start Camera” and three to the action word
“Take a photo”. The two alternatives of “Start Camera” start by checking if
the text “Camera” is on the display. If it is not (the negative result is denoted
by prefix “∼”), the Camera application is activated with the “kwLaunchApp”
keyword. After the activation, it is required that the text must be found on
the display: in the upper right state there is no more transition for the nega-
tive result. On the other hand, if the text is on the display in the first place,
the Camera application is assumed to be already running on the foreground
and further actions are not needed.

The three implementations for taking a photo assume that the user has
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the access to the Camera menu, because in order to execute the action word
“Take a photo”, the action word “Observe Camera menu” has to be executed
on the right hand side model of Figure 2.1. The implementations are a single
press of a shortcut key called “Center”; pressing the first softkey, which opens
a menu, and pressing it again to select the item that is activated by default
in the menu; and finally browsing through the opened menu and selecting an
item labelled “Capture”.

We call the model components containing action words action machines .
The model components that refine action words to keywords are called re-
finement machines .

It is not obvious where the line between high-level and low-level actions
should go. In the rest of this section we will discuss the trade-offs that are
made in drawing the line.

When thinking of generating and executing tests, it is the keywords and
nothing else that need to be executed in the system under test. The higher
the level of keywords is, the more complex is the required adapter that even-
tually executes the keywords in the system under test. In an extreme case,
action words are the keywords and they are sent to the adapter without any
refinement. This approach has some drawbacks. Our S60 model component
library contains approximately 400 action words. Implementing an adapter
able to execute all of them requires a lot of programming and makes the
adapter very dependent on the model. A change in the model also requires
the adapter to be updated.

The smaller the set of primitives that the adapter needs is, the less depen-
dent it is on the model. Currently, there are 11 parametrised keywords in the
S60 model component library of the TEMA toolset: press a key, type in text,
select a menu item, etc. It is possible to reduce this set even more by getting
closer to the physical level, that is real buttons and pixels on the display.
For instance, all texts could be typed and all menu items could be selected
by pressing keys without separate keywords. However, over-simplifying the
keyword set leads to other kinds of difficulties. Modelling becomes tedious
if every single character that is typed in has to be modelled with a sepa-
rate key press. Also maintenance efforts would grow when even the slightest
change in the menu of a SUT would force the modeller to go through all the
refinements of actions that use the menu. Currently, when kwSelectMenu is
executed, the adapter tries to select the given menu item in the opened menu
without paying attention to the order of the items.

In addition to the maintenance related trade-offs presented above, there
are also trade-offs in the capability of finding bugs. The higher the level of
action words is, the lower are the possibilities to variate control. For instance,
the model on the right hand side of Figure 2.1 tests more than a model which
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would have a single state and three more higher level action words in looping
transitions. The first of the action words would start and stop the Camera
application; the second would start the application, take a photo, delete it
and stop the application; and the third would start the application, take a
photo and immediately exit the application. With the more abstract action
words, it is not possible to test taking two photos in a row without restarting
the application in between, for instance.

More trade-offs in the bug detection capability will be caused by the
ability to interleave high-level actions, which is introduced in the next section.

2.3 Interleaving and interacting executions

Applications running on the same operating system are not usually com-
pletely isolated from each other. They may interact indirectly through shared
resources. On some occasions, both the Gallery and the Voice recorder ap-
plications try to access the sound device. Taking a photo with the Camera
application produces an image file which should appear in the Gallery appli-
cation. There may be direct interaction, where the applications communicate
directly with each other. In the running example, both Voice recorder and
Camera are able to activate the Gallery application and force it to a mode
where it shows the list of recorded sound clips or images, respectively. In ad-
dition to the interactions, a user may change the currently active application
at any point of time.

In this section, we will show how the two interactions above, direct and
indirect, and the user-controlled application switching can be modelled. We
develop a basis for a model component library from which any subset of
models components can be included in a test model so that interactions of
the included applications can be tested.

Let us start with modelling a user switching applications. We have al-
ready modelled a user using the Camera application in the model on the right
hand side of Figure 2.1. In any of the states, the user can send the Camera
application to the background and activate some other application. Because
we do not know which applications will be available, that is, which set of
model components will be included in the same test model, we cannot model
directly activating some other application. Instead, we just mark the states
where the user can activate another application. The marking is done by in-
troducing new states called sleeping states as parallels of some of the already
existing states. We call all the original states running states , that is, every
state is either a sleeping or a running state. If a user starts switching an ap-
plication in a running state, this model component goes to the corresponding
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Figure 2.3: Adding running and sleeping states

sleeping state that is pointed to by the transition labelled “sleep ts”. The
letters “ts” refer to a task switcher, which will be explained later. If the user
switches back to this application at some point, the model component leaves
the sleeping state by following the transition labelled “wake ts” to a running
state from which the execution can be continued.

In Figure 2.3 sleeping states have been added on the right hand side of
the model. Note that we have changed the starting state of the model to
the sleeping state that is the sleeping dual of the original running state. In
this way we do not assume any particular application to be active at the
beginning of the test.

Running and sleeping states allow us to interleave the execution of model
components. However, the modelled use of applications is completely orthog-
onal. A user can stop using an application and start using another, but the
use of the applications is independent. Next, we present “req” and “allow”
actions for modelling indirect interactions between applications. With them
it is possible to model when a resource is available for applications that are
interested in it.

With “allow” transitions, a model of an application allows other model
components to use a resource provided by the application. The ability to
execute a “req” transition in a model component requires that there is an-
other model component in a state where the corresponding “allow” transition
can be executed synchronously. We use “allow” transitions between sleeping
states, and “req” transitions between running states only.

In the state at the bottom right corner of Figure 2.3, the use of Camera has
produced a temporary photo file. The file can be used in other applications.
For instance, the Gallery application could be used for viewing the photo,
but not deleting it, because the photo should be read-only. Of course, the
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trial of deletion is worth modelling and testing: it should result in an error
message. In a model of the Gallery application there could be a transition
labelled “req read-only photo” between two running states. Deletion can be
tried in the model in states after the transition and before the possibility
of visiting a sleeping state. The reason is that if the Gallery model visits a
sleeping state, it is possible that, while it was sleeping, the Camera model
was activated, the photo deleted, and therefore the requested resource is no
more available for the trial of deletion in the Gallery.

Because “req” and the corresponding “allow” actions are executed syn-
chronously, the intuition behind a “req” transition is requesting an obligatory
permission that can be given by any model component able to execute the
“allow”. We have found it necessary to use also another kind of request,
“req all”, which requests permission from all model components that can al-
low the use of the requested resource. That is, in order to execute a “req all”
transition, every component that is able to execute the corresponding “allow”
transition in some states must be in one of those states. On the other hand,
if there are no such model components, “req all” transitions can be executed
without communicating with other components. Thus, the intuition behind
“req all” is “does everyone either agree or ignore”? The permission is denied
if anyone objects.

Finally, to model direct interactions, we have the actions “sleep app”
and “wake app”. As the names suggest, the transitions lead from running to
sleeping states and vice versa. They have been used to model situations when
an application activates another application and goes to the background.
For instance, Camera and Voice recorder applications can both activate the
Gallery application and change it to a state where it shows the list of images
or sound clips. A “sleep app” transition is always executed synchronously
with the corresponding “wake app” transition. In these cases, the originally
active application can be reactivated with the typical “wake ts” transition.

2.4 Automated test model construction

in TEMA toolset

Next, we need to formalise the concepts in order to specify how exactly
the model components work together. Assume that we have every model
component, that is, action machines and refinement machines, defined as
labelled transition systems, or LTSs for short. Formally,

Definition 1 (LTS) A labelled transition system (LTS) is a quadruple
(S, Σ, ∆, ŝ) where S is a set of states, Σ is a set of actions (alphabet),
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awActivate<Gallery> awActivate<Camera>

activated<Gallery>

activated<Camera>

wake_tscanwake<Gallery>

wake_tswake<Gallery>

sleep_ts<Gallery>
sleep_ts<Camera>

wake_tswake<Camera>

wake_tscanwake<Camera>

Figure 2.4: Automatically generated task switcher action machine for Gallery
and Camera applications

∆ ⊆ S × Σ × S is a set of transitions and ŝ ∈ S is an initial state.

A test model is built from user-defined action machines, user-defined re-
finement machines and two automatically generated LTSs: an action machine
that is called task switcher and its refinement machine. The task switcher
LTSs can be generated when the set of included action machines has been de-
cided. The initial state of the task switcher action machine is a running state,
unlike in other action machines, which start from a sleeping state. The task
switcher action machine keeps track of which one of the user-defined action
machines is in a running state.

The task switcher presented in Figure 2.4 is generated for a test model
that will contain Gallery and Camera action machines. (A simple Camera
action machine was presented in Figure 2.3.) The generated LTS contains
“wake tscanwake< · · · >” and “wake tswake< · · · >” actions before and
after “awActivate< · · · >” action words for technical reasons. They will be
needed in order to execute the action word during “wake ts” transitions from
sleeping states to running states in the corresponding user-defined action
machines.

Test models are constructed by combining preprocessed action machines
and refinement machines with a parallel composition tool. The composition
injects refinements of action words into their correct places, allows switching
applications, and connects the lines for communication between user-defined
action machines by synchronising requests and allows.

Because the parallel composition we use is all about executing transitions
of LTSs either one-by-one or synchronously multiple transitions at once, we
need to preprocess action machines before the composition. Preprocessing
consists of automatic execution of two simple graph transformation rules.
The rules follow.
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Figure 2.5: An action machine preprocessed for parallel composition

1. Split all “wake ts” transitions in two with the labels “wake tscanwake”
and “wake tswake”. This is necessary for injecting “awActivate” tran-
sitions in task switcher action machines (see Figure 2.4) in place of
“wake ts” transitions, that appear only in user-defined action machines.

2. Split all action word transitions in two and add a prefix “start” and
“end” to the original label of the transition. This is needed for refining
the action words to keywords: counterparts of the resulting transitions
will be found in refinement machines (see Figure 2.2).

Figure 2.5 presents an action machine that is a preprocessed version of
the one in Figure 2.3.

The parallel composition of LTSs produces an LTS. We use the parallel
composition operator defined in [28]. The parallel composition resembles
“|[· · ·]|” of LOTOS [29] except for that instead of a list of synchronised actions
the operator takes a list of more general synchronisation rules. The rules
specify which actions of LTSs are executed synchronously, which are executed
without synchronisation and what is the name of the resulting action.

Definition 2 (Parallel composition “‖R”) ‖R (L1, . . . ,Ln) is the paral-
lel composition of n LTSs according to rules R. LTS Li = (Si, Σi, ∆i, ŝi). Let
ΣR be a set of resulting actions and

√
a “pass” symbol such that ∀i :

√
/∈ Σi.

The rule set R ⊆ (Σ1 ∪ {√})× · · · × (Σn ∪ {√})×ΣR. Now ‖R (L1, . . . ,Ln)
is the reachable part of LTS (S, Σ, ∆, ŝ), where
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• S = S1 × · · · × Sn

• Σ = ΣR

• ((s1, . . . , sn), a, (s′1, . . . , s
′

n)) ∈ ∆ if and only if there is (a1, . . . , an, a) ∈
R such that for every i (1 ≤ i ≤ n)

– (si, ai, s
′

i) ∈ ∆i or

– ai =
√

and si = s′i

• ŝ = 〈ŝ1, . . . , ŝn〉

Finally, we still have to define how the rules for the parallel composition
are formed. Automatic generation of the parallel composition rules is based
on the alphabet of the LTSs and the names of the LTSs.

Definition 3 (TEMA test model) Let L1, . . . ,Ln be model components,
that is, action machines, a task switcher and their refinement machines,
included in a TEMA test model. The test model is LTS ‖R (L1, . . . ,Ln),
where the parallel composition rules R are formed as follows. In the following,
we use notation ri when referring to ith position of rule r ∈ R, name(Li) as
a string that identifies LTS Li, and ◦ as a string concatenation operator.

1. If a is a keyword action in a refinement machine Li, then there is a
rule r in R where ri = rn+1 = a and ∀x; 1 ≤ x ≤ n ∧ x 6= i : rx =

√
.

That is, keyword actions are executed without synchronisation and they
are not renamed.

2. If a is a start or an end action word action in an action machine Li

and its refinement machine Lj (j 6= i), then there is a rule r in R where
ri = rj = rn+1 = a and ∀x; 1 ≤ x ≤ n ∧ x /∈ {i, j} : rx =

√
. That

is, “start aw” and “end aw” actions are executed synchronously in an
action machine and its refinement machine and they are not renamed.

3. If a is a “sleep ts”, “wake tscanwake” or “wake tswake” action of ac-
tion machine Li, from which follows that there is an action a′ of form
“sleep ts” ◦ name(Li), “wake tscanwake” ◦ name(Li) or “wake tswake”
◦ name(Li) in the task switcher Lj (j 6= i), then there is a rule r in R
where ri = a, rj = a′, rn+1 = a′ and ∀x; 1 ≤ x ≤ n∧x /∈ {i, j} : rx =

√
.

That is, sleeping and waking actions in action machines are executed
synchronously with the task switcher and the synchronous execution is
labelled as the action in the task switcher.
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4. For any string s: if a is a “wake app” ◦ s action in action machine Li,
a′ is a “sleep app” ◦ s action in another action machine Lj (j 6= i),
and Lk is the task switcher (k 6= i∧ k 6= j), then there is a rule r in R
where ri = a, rj = a′, rk =“activated” ◦ name(Li),
rn+1 = name(Li) ◦ “activates” ◦ name(Lj) ◦ s
and ∀x; 1 ≤ x ≤ n ∧ x /∈ {i, j, k} : rx =

√
.

5. For any string s: If a is a “req” ◦ s action in an action machine Li and
a′ is an “allow” ◦ s action in another action machine Lj (j 6= i), then
there is a rule r in R where ri = a, rj = a′,
rn+1 = name(Lj) ◦ “allows” ◦ name(Li) ◦ s
and ∀x; 1 ≤ x ≤ n ∧ x /∈ {i, j} : rx =

√
.

6. For any string s: If a is a “reqall” ◦ s action in an action machine Li

and action a′ is “allow” ◦ s, then ri = a, ∀j; 1 ≤ j ≤ n ∧ j 6= i : rj = a′

if a′ ∈ Σj, otherwise rj =
√

, and rn+1 = name(Li) ◦ “was allowed” ◦ s.

7. There are no other rules in R.

It is necessary to know which are the refinement machines of an action ma-
chine, and which of the model components is the task switcher. The TEMA
tool that is used for generating parallel composition rules uses filenames to
identify the type of component machines.

As an example of parallel composition rules and synchronous executions
according to them, let us examine an execution trace in the test model

‖R (TAM2.4+, TRM, CAM2.5, CRM2.2, CRM,GAM,GRM),

where TAM2.4+ is the automatically generated task switcher presented in Fig-
ure 2.4 with the action words splitted, and TRM is its refinement machine
that gives refinements for the “awActivate” action words. CAM2.5 is the pre-
processed action machine in Figure 2.5 for the Camera application, CRM2.2 is
the refinement machine in Figure 2.2 and CRM is a refinement machine that
refines the remaining action words in CAM2.5. Finally, GAM and GRM are an
action and its refinement machines for the Gallery application. One possible
execution in the test model is shown in Table 2.1. The first column refers
to the rule in Definition 3 which produces the applied parallel composition
rule. The last two columns express the rule: the resulting action is presented
in the second column while the last column contains the synchronised LTSs
and the synchronously executed actions. The LTSs not mentioned in the last
column pass the execution.

With this technique of automatically generating parallel composition rules
for any set of model components, we have actually restricted the general
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Def. 3.X Executed in the test model Synchronously execution actions

3 wake tscanwake<Camera> TAM2.4+.wake tscanwake<Camera>,
CAM2.5.wake tscanwake

2 start awActivate<Camera> TAM2.4+.start awActivate<Camera>,
TRM.start awActivate<Camera>

1 kwLaunchApp ’Camera’ TRM.kwLaunchApp ’Camera’

2 end awActivate<Camera> TAM2.4+.end awActivate<Camera>,
TRM.end awActivate<Camera>

3 wake tswake<Camera> TAM2.4+.wake tswake<Camera>,
CAM2.5.wake tswake

2 start awStart Camera CAM2.5.start awStart Camera,
CRM2.2.start awStart Camera

1 kwVerifyText ’Camera’ CRM2.2.kwVerifyText ’Camera’

2 end awStart Camera CAM2.5.end awStart Camera,
CRM2.2.end awStart Camera

Table 2.1: Synchronous executions when starting the Camera application

process-algebraic parallel composition to a domain-specific parallel composi-
tion. More generally, it could be said that the way the rules are generated
implements our domain-specific modelling language. It defines how transi-
tions of model component LTSs can be labelled and the interactions modelled
by the labelling.

The model components are required to be such that their parallel com-
position results in a strongly connected test model. That is, the initial state
of a test model must be reachable from every other state of the model. The
TEMA toolset helps the modeller in this by verifying various properties of
model components and test models. In addition to checking the strong con-
nection of models, it is verified that action machines do not execute action
words in sleep states and that they do not try to wake up if they already are
in a running state, for instance. It is impossible to verify the strong connec-
tion of very large test models in practise. However, it is possible and helpful
to run the verification for a while and see if it can find dead or live locks in
the test model during that time.

2.5 Test data

Despite the fact that LTSs and their parallel composition do not contain data
handling at all, there are practical reasons why there should be at least some
data available for testing. Two kinds of data are needed. First, static data
that does not change during a test run. For instance, telephone numbers of
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SIM cards inside the smartphones and the phone language settings may be
different from test to test but may not change during a test run. Second,
dynamic data: the names of created files may be generated during a test,
dates in the calendar or the time of alarm may be computed.

In the TEMA toolset we handle the static test data by postprocessing
keyword actions right before they are sent to the adapter layer. Postpro-
cessing is a simple string replacement which searches for keys in actions and
replaces them with associated values. For instance, the postprocessing action
kwVerifyText ’§GALLERYTITLE§’ may result in kwVerifyText ’Galleria’

when testing the Finnish version of the Gallery application.

The TEMA toolset also allows the use of dynamic test data by embedding
Python programming language [23] statements in the labels of transitions.
All statements are executed in the same dedicated namespace right before a
keyword enters the postprocessing described above, or when a non-keyword
action being executed in the test model. Using the same namespace allows
assigning a value to a variable in one transition and using the value in another.
Before the execution of the Python code, the value of a special OUT variable
in the namespace is set to an empty string. If the action is a keyword,
the Python code block in the action name is replaced by the contents of
the OUT before sending the keyword to the adapter layer via static data
postprocessing.

It should be noted that this kind of handling of static and dynamic data
does not directly allow control variation based on variable values. Transitions
cannot be enabled or disabled according to the values. This may feel clumsy
for modellers who have worked more with extended finite state machines
(EFSMs) [30], the state machines in the Unified Modelling Language (UML)
equipped with an action language [31, page 247], or other similar formalisms.

In practise, test data in TEMA toolset helps testing data processing in
S60 applications. The strict separation of the data from the control, how-
ever, keeps the modelling of behaviours with limited repetitions laborious.
For instance, the modelling of “take 42 photos” with a keyword set which
allows taking at most one photo per executed keyword, requires at least 42
transitions in the model. The same applies to “take at most 42 photos” and
“take at least 42 photos”, yet only one transition may suffice for modelling
“take an arbitrary number of photos”. On the other hand, because the data
is in symbolic form until the time of actually executing transitions, it does
not cause the state explosion problem [32]. This is very important when
verifying models and generating tests.
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2.6 Model interface

The TEMA toolset handles model components and test models through a
test model interface. The interface makes models behind it look like LTSs.

For a programmer, the interface provides State, Transition and Action
classes and a getInitialState() function. The function returns a state object
that provides the method getOutTransitions(), which in turn returns a list
of Transition objects. Further exploration of the statespace is possible with
the getDestState() method of transition objects. The method returns state
objects representing their destination states. The getAction() method of
transition returns the associated label, which can be a keyword or an action
word, for instance.

In order to allow on-the-fly construction of the model behind the inter-
face, the interface does not provide a method for accessing the set of all states
or all transitions. We have implemented model interfaces for the model file
format of the Model Designer tool in TEMA, LTS files of TVT tools [33],
simple Petri nets, a pre/postcondition formalism, and for the parallel compo-
sition of objects that implement the model interface. This allows the parallel
composition of components that have been specified in different modelling
formalisms. We hope this would give the benefit of choosing the most appro-
priate formalism to model each component. For example, pre/postcondition
formalism is far more suitable for modelling data-oriented applications like a
calculator than LTSs are.

However, currently the preprocessing of model components is made off-
line before the parallel composition. Therefore, the model components given
in other formalisms need to be transformed into LTSs before preprocessing,
which may not be possible due to the state explosion. In order to use alter-
native formalisms effectively, “online preprocessing” of model components is
needed. It has not been implemented, but it should be fairly straightforward
to do so.

2.7 Verifying and debugging models

When models grow large, as they tend to do due to the parallel composition,
a need for verifying them arises.

Model checking [34] and visual verification [35] of large models suffer from
the state explosion problem: the statespace is simply too large to be searched
thoroughly to the necessary extent. Even if a person fluent with formal
methods could find his/her way around the problem with numerous clever
model checking tricks, we chose to take a way faster and easier approach and
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Figure 2.6: Two views on a test model consisting of Gallery and Voice
recorder applications: all actions (above) and only action words (below) are
shown.
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to tolerate its incompleteness.
The Xsimulate tool (see Figures 1.1 and 2.6) that we use for verification

and debugging could be characterised as a bounded depth trace-semantic
visual verification and debugging tool. The tool is given a regular expression
to specify action names that should be shown. Actions that do not match
with the expression will be hidden. The tool draws a tree starting from
the root node, which in the beginning corresponds to the initial state of the
model. Each branch of the tree is equally long (a user-defined depth) and the
edges are labelled by action names that match with the regular expression. In
the screen capture presented on the top of Figure 2.6, the regular expression
in the lower right corner is empty, thus all actions are shown. On the bottom,
the regular expression matches only to the starts of action words in the Voice
recorder and Gallery applications.

Each node represents a set of states of the model: these states can be
reached in the model with executions that start from any state represented
by the root node and contain the sequence of actions in the edges as a subse-
quence of the executed actions. The user can simulate the model by clicking
a node or an edge. The clicked node or the destination node of the edge
will be the new root node. On the bottom of Figure 2.6 the screen cap-
ture presents the situtation after the user has first clicked on action word
“start awStartGallery” and then on “start awStartVoiceRecorder”. The win-
dow contains only a subset of 78 possible combinations of two action words
that could be executed next. For instance, the next action word could be
“start awToAllFiles” which would move the Gallery application to the all files
menu. After that, “start awGoToGallery” action word could be executed in
the Voice recorder application. That is, the test model allows testing if the
Gallery can change its state from the menu containing all files to the sound
clip menu when it becomes activated from the Voice recorder.
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Chapter 3

Setting Goals for Test Runs

The comprehensiveness of a test is often measured by what the test covers.
Items to be covered vary from statements and conditions in the program
code to high-level requirements of the system. In model-based testing, the
test model is often the source of the items to be covered. For instance, it
may be required that all transitions are covered by a test [36], that is, every
transition is traversed at least once when the test is generated.

Test models built from parallel components are huge. At the time of
writing this thesis, the test model that is a parallel composition of all our
S60 application models is estimated to contain at least 1021 states. It makes
no sense to try to visit every state or execute every transition of such a model.
Depending on the speed of test execution, which can be relatively slow in
GUI testing, thousands of states may already be too much for that. What
then should be covered depends on the purpose of the test.

To ensure that there are no severe problems in the latest build of software,
it may suffice to check that all applications can be launched correctly. After
updating the help system of the software, it is useful to check if the online
helps of all applications show the correct page in every situation. With a
new input device driver installed, one might want to run a test where every
key is pressed at least once. To test the requirement specifications, it would
be helpful to test if a use case, that is, a prose description of a system’s
behaviour when interacting with the outside world [37], can be executed
correctly.

The problem of testing a specific part of system behaviour can be ap-
proached from two directions. On the one hand, uninteresting behaviour
can be left out of the test model. On the other hand, it can be specified
which parts of the test model need to be covered. We have found it useful
to use both of the approaches together. As explained in Chapter 2, a test
model contains only those model components that are considered relevant
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for the test at hand. This does not suffice, however, because in most cases
the components already introduce too much behaviour.

We have introduced a very simple coverage language in Publication [V] to
solve two problems. First, the language is used for describing what to test,
that is, what should be covered in the behaviour defined by a test model. We
will concentrate on this problem in this chapter. Second, the language is used
for checking what has been tested already, that is, what has been covered
during past test runs. We will come back to this problem in Chapter 5, when
we discuss issues relevant after test execution.

3.1 Coverage language

Elementary expressions in the coverage language define which items in a
test model should be covered. The items are selected with regular expres-
sions. Covering an action means executing a transition labelled by the action
in the model during a test run. Covering a state means visiting the state
in the model, and covering a transition means executing it. Elementary
expressions action kwPressKey 1, action .*SendMessage.* and actions

.*SendMessage.* define that the kwPressKey 1 action, any action contain-
ing SendMessage substring, and all actions containing the substring should
be covered, respectively. Due to the use of regular expressions instead of the
usual but less powerful wildcards, we need to write “.*” instead of plain “*”
to match all possible character sequences.

Non-elementary coverage language expressions can be formed by combin-
ing existing expressions with three binary operators: or, and, and then. The
operators are listed in the order of precedence, then binding most tightly.
Parentheses can be used for clarity and to force some other binding. The
complete syntax of the language is defined in Publication [V].

The semantics of the operators or, and and then is that at least one
of the expressions must be covered (in any order), both expressions must be
covered (in any order), and the second expression must be covered, starting
from zero, after the first expression has been fully covered, respectively. More
formally, if t is a sequence of transitions executed in the test model so that
it satisfies coverage requirement “A then B”, then there must be sequences
u and v such that t = uv and that executing u satisfies A and executing v
satisfies B.

The choice of the semantics of operator then requires justification. First,
it should be noted that it is neither possible to prevent anything being tested,
nor force a tight order for covering test model elements like actions with the
language. Yet the limitation in the expressive power may sound undesir-
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able; by sacrificing some of the power we are able to obtain some other very
desirable features that will be needed later on.

The language allows a tester to pick any actions from a test model, form
a coverage requirement by combining them with any operators, and be sure
that the coverage requirement can be satisfied. To put it in another way, any
requirement obtained by combining two satisfiable requirements with any
operator is satisfiable, too. That is, requirements cannot be contradictory so
that satisfying one makes it impossible to satisfy another.

When we recall that a test model is required to be strongly connected,
that is, the initial state must be reachable from every other state of the
model, it is easy to see that for every coverage requirement it is possible to
generate a test that satisfies it. A naive test generation algorithm could start
from the initial state, generate a test that covers the first uncovered item in
the test model, then go back to the initial state, and repeat these steps until
all the required items are covered. Of course, one can design algorithms that
are able to satisfy coverage requirements with much smaller numbers of steps,
too.

If we had chosen the semantics of then operator so that “A then B”
would have ment “cover A strictly before covering B”, coverage requirements
could be conflicting or their satisfiability might depend on the order in which
actions appear in test models. We try to avoid this, because we wish that
people not involved with modelling would be able to create valid coverage
requirements.

It should be noted, however, that the possibility to generate a test that
satisfies a coverage requirement does not mean that the requirement could
be covered in a real test run. It is possible that a SUT gives outputs that
prevent access to the part of the test model that contains an uncovered item.

3.2 Experiences

Using the coverage language does not require knowledge of test models or
modelling in general. The idea of users defining coverage criteria without
such knowledge may sound contradictory. However, we think the knowledge
cannot be even required when model-based testing is provided as a service,
as suggested in Publication [VI]. In the service scenario, test modelling and
generation services are bought, but tests are run locally in the development
site. The coverage language is used for ordering the tests in this setting.
Therefore, we have tried to make defining coverage criteria as easy as possible.

We have experimented using coverage language in this setting with a per-
son who has worked as a tester in industry, but has not any prior knowledge
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Figure 3.1: Web interface for defining coverage requirements

of model-based testing. The tester can see the names of applications, such as
“Gallery” and “Voice recorder”, and action words (without the “aw” prefix)
associated with the applications, like “ZoomIn” and “AddRecipient” (see
Figure 3.1). The tester uses these action words as elementary expressions
in a coverage requirement editor, which allows the building of requirements
by dragging and dropping action words, operators and parentheses to the
expression.

The tester was asked to create, without any help, a coverage requirement
for a test run. In the test run it should be tested if appointments can be
added with the Calendar application and then if sound can be recorded by
the Voice recorder. The tester was capable of doing the job and estimated
that it takes from five to ten minutes to design such test runs. The most
difficult thing in the task is to find the correct action words. Therefore, the
clear naming of action words is important.

3.3 Coverage in TEMA toolset

In the TEMA toolset, the coverage modules are plugins which essentially
implement different coverage functions . A coverage function takes three ar-
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guments: a test model, a sequence of transitions executed in the model and a
string argument whose meaning depends on the coverage module. The string
is handled as a coverage language expression by the function that we use for
running coverage language-based tests.

The coverage function returns a value that equals one when the required
coverage has been reached. The returned values are comparable so that test
generation algorithms can compare coverage values that are obtained from
different executions of transitions. Generally, absolute values of the function
do not have any meaning, except for the equality to one.

Evaluating coverage language expressions to the real numbers in the
closed interval between zero and one is presented in Publication [V]. The
evaluation is directly based on fuzzy logic [38], only the evaluation for the
then operator has been added. However, it has turned out that the choice
of the evaluation is not very suitable for greedy test generation algorithms,
as we will show in the next chapter.

3.4 Discussion

The existence of coverage requirements, especially linear ones (“action then
action then. . . ”), may appear questionable. Have we come back to square
one and started writing linear tests again?

Fortunately, this is not the case. Coverage requirements should not be
seen as test cases. To explain the difference, we borrow the terminology of the
IEEE standard for software test documentation [39]. Coverage requirements
are in the level of test design specification; coverage language is meant for
expressing features to be tested. It is the task of a test generation algorithm
to come up with inputs and outputs in test case specification level to get the
features tested.

The possibility to design tests at the level of features to be tested requires
support from both modelling language and coverage language. If the high
level information is not available in the model, it could be possible to prebuild
coverage requirements that require some low level actions to be covered, and
label them so that it is obvious which “feature” becomes tested by executing
the actions. The Jararaca [40] tool in the TorX [41] tool set supports this.
This approach does not work too well in domains where high level actions
may have the same keyword implementations. In our case, for instance,
quitting almost every application can be implemented by choosing “Quit”
in the “Options” menu. Therefore, it is impossible to say for sure which of
the actions, “exit Voice recorder” or “exit Camera”, was tested when the
application closing keywords were executed.
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The coverage language is suitable for setting goals for smoke tests, that
is quick checks of very basic functionality, for testing a limited set of actions
like the online helps of applications, and for testing specific behaviour like
use cases. However, the language alone does not support testing various
interleavings of actions.
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Chapter 4

Test Generation and Execution

At its best, a test run reveals a bug, and the sooner the better. In Chapter 2
we discussed modelling and showed how to make models that define a huge
number of different ways to use a device. The variation is essential for being
able to reveal bugs. The first part of our solution for “the sooner the better”
requirement was given in Chapter 3. There, we showed how we can point out
the parts of the test model that are important for a particular test. A test
that covers those parts is more likely to reveal the bugs we are interested in.
In this chapter, we discuss the other part of the problem: how to generate
tests that actually cover the chosen parts in the model. In the last section
of this chapter, we discuss test generation and execution in different model-
based testing service scenarios.

4.1 Online and offline testing

There are two fundamentally different ways to execute model-based tests:
online and offline. In online testing, tests are generated during the test
run. That is, a test generation algorithm can take into account the observed
outcomes from the SUT when it decides the next inputs to be sent. In offline
testing, on the contrary, test suites (sets of test cases) are generated based
on the assumptions on how the SUT should respond.

The strength of online testing is that it can deal with nondeterministic
SUTs. We can create test models which accept several possible outcomes for
the same sequence of inputs. How the test will be continued depends on the
observed outcome during the test. Linear tests that are generated offline have
only one way to continue the testing, regardless of the observations. There-
fore, the possibilities to react to unexpected yet correct outcomes during a
test are very limited.
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The strength of offline testing is that there is more time for test genera-
tion. Therefore, tests can be chosen carefully and test suites can be optimised
so that running them is efficient. Online testing does not have this luxury. In
online testing, the next input must be decided within a rather short period
of time. Too long a time slows down the test execution and may even affect
the capability of finding bugs. Another strength of offline testing is the sup-
port of existing testing tools. In both offline testing and traditional software
testing, test generation (test case design) and test execution are two non-
overlapping activities and therefore better understood by traditional testing
tools.

An online model-based test tool can be used for generating offline tests,
too. Especially, if the test model is such that the possible nondeterminisim
of the SUT cannot affect the test execution, one can simulate an online test
run and use the sequence of executed actions as an offline test.

4.2 Choosing a test generation algorithm

We have implemented an optimistic version of player algorithms, introduced
in Publication [II], to the TEMA toolset. Unlike in the publication, we use
coverage criteria defined in the coverage language described above. This has
produced severe performance problems.

In short, the idea of player algorithms is to calculate all possible future
walks (paths that may contain the same transitions more than once) to a
depth given as a parameter. The optimistic player algorithm chooses a walk
after which a given coverage requirement is closest to being fulfilled. The
algorithm is optimistic in the sense that it assumes the SUT to respond
always as if it would be the best for the growth of the coverage.

While player algorithms performed very well in the benchmarks in Publi-
cation [II], this algorithm turned out to be an unsatisfactory choice when we
used coverage requirements in conjuction with multiapplication test models
built from our S60 model component library.

There are two main reasons for the performance problems. The first one is
that the coverage requirement received from a user usually requires only a few
actions to be covered. Those actions may be rather deep in the test model,
which requires a search depth much greater than in the Publication [II] to be
used as a parameter. Our test models include lots of short loops (applications
that may go to sleep from one state and wake up to the same state) which
introduce exponential growth to the number walks in the length of the depth.
In Publication [II] we tried to always cover every action, every state and
every transition, preferably in this order. Therefore, the algorithm found a
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reasonable path to test with a small search depth.
The second problem is caused by the way the coverage function is defined

for coverage requirements. In Publication [V] we defined that the coverage
language expression A and B, where A and B are also coverage expressions,
is evaluated as min(eval(A), eval(B)). That is, the value that describes the
coverage of A and B equals the coverage of the less covered expression of A
and B. This evaluation makes it even harder for test generation algorithms
to detect advances in the coverage.

As a cure for the performance problems, we have given up the nice al-
gebraic properties which the evaluation presented in Publication [V] guar-
antees, and chosen the more practical evaluation for and operator, namely
the average of the values evaluated for the subexpressions. Furthermore, a
test generation algorithm that searches for the shortest (loopless) path whose
execution changes the coverage value has been developed. It outperforms the
player algorithm in many cases.

However, having several test generation algorithms implemented to the
TEMA toolset, it seems that none of them is better than others in every
case. The performance of the algorithms, when measured as the growth of
the coverage in the function of time, depends on the size of the model, the
coverage requirement and the speed of keyword execution, that is, the speed
of the adapter layer and the SUT. Therefore, designing an optimal algorithm
seems to be a very difficult task.

One solution to the test generation could be an algorithm that combines
many search strategies. We have not designed or implemented such an algo-
rithm yet, so we can only speculate on its feasibility at this point. However,
in an experiment where we tried to cover every action in test models of dif-
ferent sizes using test adapters with different speeds, it seems that when
there is much to cover, regardless the speed of the adapter, not much extra
time should be spent on selecting the next action to be executed. A greedy
algorithm that chooses the next step randomly if it cannot quickly find a
short path that increases the coverage works very well. On the other hand,
when it becomes harder to increase the coverage because almost all actions
are already covered, spending time in planning a longer sequence of actions
is a better strategy.

4.3 Executing a test

In the TEMA toolset, test execution is started by giving a test model, a
coverage requirement, a test generation algorithm and an adapter module as
parameters to the test engine. First, the test engine waits that the adapter
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layer establishes a connection to the SUT. After that, it repeats a loop until
the coverage requirement is satisfied or a failure is detected.

In the loop, the test engine asks the test generation algorithm which
action should be executed in the current state of the test model. If the
action is not a keyword, it can be immediately executed in the test model.
If the action is a keyword, for instance kwSelectMenu ’Capture’, it is sent
to the SUT via the adapter module. When the adapter module returns the
status of the execution (success or failure), the test engine chooses which
action should be executed in the model. Depending on the status, the test
engine tries to execute the corresponding action, for instance kwSelectMenu

’Capture’ or ~kwSelectMenu ’Capture’, in the test model. If the execution
is not possible, a failure is detected. Otherwise, the action is executed in the
test model. That is, the destination state of the transition that is labelled
by the action and leaves the current state will become the new current state.

4.4 Model-based testing service

In Publication [VI] we considered how model-based testing could be offered
as a service. There are two main motivations for this. First, modelling is
often considered to be difficult. However, outsourcing all testing activities
(designing, modelling, executing, debugging, and reporting) to a model-based
testing company may not be flexible enough for a fast development cycle.

Second, the quality of third party software could be improved if testing
would be supported by the software platform provider. Even with a very
simple model of their own software, the third party developers could test
numerous interactions between their product and the applications included
in the platform. When developed further, this could result in a quality
assurance program like [42] but would be powered by model-based testing
technology.

Our service scenario is based on the idea that some modelling services
are bought but tests can be executed locally. What this means in practice
depends on the level of service. Different levels that can be provided with
the TEMA toolset are presented in Figure 4.1.

On the left hand side of the figure, two possible methods for ordering
tests are given. In the case of full service, a customer tells what kind of
tests should be run, and the service provider converts the wishes to coverage
requirements and directly executable test run setups. In the case of test
ordering service, the customer has more control over the test runs. Tests
can be ordered using the coverage language: ordered tests can be based on
existing coverage requirements, completely new ones and their combinations.
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Full service.
Customer gets test reports.

Test generation service.
Customer needs only a simple adapter and the SUT.

Abstract test generation service.
Customer needs a complex adapter for translation.

High−level modelling and model building service.
Test is generated at customer’s site.

Full service.
Customer tells what should be tested.

Customer orders a test using coverage requirements.
Test ordering service.

Input to the service 
when ordering a test

Output from the service 
for a test run

Test model

Action words

Keywords

Report
specifications

Spoken language,

Coverage language

Figure 4.1: Different levels of model-based testing service in the TEMA
toolset

On the right hand side of Figure 4.1, there are four possible ways of
executing the ordered test. From the bottom to the top, the lowest level
is to build the test model from model components on the service provider’s
site, and send the model and test generation parameters to the customer. In
this case, the test is generated on the customer’s site. The requirements for
the adapter that a customer needs depend on the level of abstraction of the
model. On this level, there is no need for continuous connection to external
test server.

On the next level, that is abstract test generation service, the service
provider generates the test. However, the level of abstraction is at the level
of action words. A disadvantage of this service level is that it requires a
complex adapter on the customer’s site, building the adapter requires some
knowledge of test model components, and updates to the test models often
require updates to the adapter, too. An advantage is that small changes
in the SUT require only changing the adapter. Thus, tests can be rerun
without changing the models on the service provider’s site. This service level
was requested by one of our case study customers.

On the test generation service level the customer receives a stream of key-
words. An adapter at the customer’s site executes the keywords on the SUT.
An advantage is that the test environment on the customer’s site requires
no updates and the test personnel does not need to know anything about
model-based testing. However, changes in the SUT, for instance changing
navigation paths in some applications, require that the service provider up-
dates the models. It may be slower than on the previous level.

On the highest, full service level, the tests are executed and debugged on
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the service provider’s site. The customer may not need to have test personnel
at all. However, they need to provide the devices and software updates to
the service provider, which may slow down the cycle of software development
and testing. Depending on the arrangements, it may take some time to send
the software to be tested to the service provider and wait for the provider to
send the bug reports back to the developers.

The dashed line in the Figure 4.1 shows the level of service that we have
been using in our case study. That is, the customer has ordered test runs
using the coverage language, and an adapter on customer’s site has received
keywords and executed them on the SUT.
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Chapter 5

After a Test

The outcome of a model-based test execution may not be as easy to under-
stand as results of traditional test-cases. In model-based testing, an executed
test may contain thousands, or even millions, of input events. It is likely that
the sequence of inputs includes many input combinations that nobody had
ever thought of.

It may be difficult to find out which features have and which have not been
tested during the run. In addition to features in the coverage requirement,
the test run may have covered a number of other features as well. It might
be possible to omit the covered features in subsequent test runs in order to
use the time preserved for testing more efficiently.

If a test run was stopped because of detecting a failure, we would like to
find out reasons for it. Debugging the failure that has been with a traditional
test case with ten or so inputs is completely different from debugging a ten-
hour test run including thousands of inputs. Finally, after having the error
found and fixed, it is useful to be able to repeat the test run. However,
repeating an online test run is not obvious.

In this chapter, we will concentrate on these three issues: finding out
what has been tested, debugging long test runs, and finally repeating a test
run.

5.1 Measuring what was tested

As we mentioned in Chapter 3, one purpose of the coverage language is to
measure what has been tested. The very same expressions that are used
for setting coverage criteria for test runs can be used to query the extent to
which the criteria have been satisfied by some other test runs, too.

Theoretically and technically, there is nothing surprising. We have de-
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fined the coverage function (in Section 3.3) to map a test model, a sequence
of transitions and a string (coverage requirement) to a real number. If all
the necessary information is made available in a test log, one can examine
offline which criteria have been satisfied by already executed tests.

From the test management point of view, offline evaluation of coverage
criteria offers new possibilities. For instance, given an archive of executed
tests and a set of coverage criteria, one can find out which coverage criteria
have been the longest time without being satisfied by any test run. This
could be used as a way to choose or form a coverage criterion for the next
test run, even automatically.

5.2 Debugging a failure

The log of the test run may not be enough for finding out what actually
caused the detected failure. Adapters that we have used allow making only
very limited observations on the state of the SUT. The only way to observe
the state is to query if there is (or if there is not) a certain text or a bitmap
on the display.

Due to the limitations in checking the state, it may be that the test
model and the SUT have lost the synchrony long before a failure is noticed.
For instance, in the model it may be expected that application X receives a
sequence of inputs, but the SUT has sent almost all of the inputs to another
application, Y, because application X has suddenly crashed after the first
inputs. With bad luck, this kind of confusion may occur far before detecting
a failure, that is, noticing the unsynchrony between the test model and the
SUT.

We have implemented a prototype of a tool which records a video of a test
run. The captured video contains the GUI of the SUT. After the test, the test
log can be converted into subtitles for the video. The subtitles show which
keyword and action word are currently being executed. A screen capture of
a subtitled video being played is shown in Figure 5.1.

We hope that the tester is able to detect the point after which the execu-
tion in the test model differs from what has really happened by examining the
subtitled video. If the point cannot be found quickly with binary search, for
instance, the recorded test run can be played through with multiple speeds,
which should allow finding a reason for the failure faster than trying to repeat
the test with a tester watching the execution the whole time.

Yet the tool for the video and log-based debugging is under development
at the time of writing this thesis, it has already proved its usefulness in
debugging long test runs.
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Figure 5.1: Playing a recorded video with subtitles from a test log

5.3 Repeating a test

There are several ways to try to repeat a test. The most obvious one is to
start a new test run with exactly the same test setup as in the original test
run. Given that even the seed of the random number generator of a test
generation algorithm is the same, even “random walk” algorithm generates
the same test as before. However, there is a problem in this approach. It
is possible that nondeterminism in the SUT makes it respond differently at
some point of the test run. After that, the test run may be completely
different from the original test, and the change may go unnoticed until the
logs are compared.

Another natural way to repeat a test is to follow the log of the original
test run. For this, we have implemented a model interface for test logs in
the TEMA toolset. In this way the test engine can be given the log of the
original test run as a model for the new test. All changes from the original
test run can be detected right away, because it appears as an illegal behaviour
to the tool. That is, the only successful test-log-based repetition a test is the
execution of exactly the same actions and in the same order as in the original
test.

If the SUT has made nondeterministic choices during a long test run,
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repeating exactly the same test may be very difficult. On the other hand, it
may be enough to run a test that is as close to the original as possible, but
not necessarily exactly the same. This is possible by constructing a coverage
requirement for the new test run from the log of the original test run. For
instance, every action that ends an action word, that is, actions prefixed by
“end aw” in the log, could be converted to elementary requirements. Finally,
the elementary requirements could be combined with then operators to form
a coverage requirement for the new test run.

5.4 Future research

There are important issues that we have not handled in this section but which
are worth consideration when model-based testing is taken into use. In our
case studies, for instance, we ran a test for hours, after which a failure was
detected. An open question is, how to continue testing so that the subsequent
coverage requirements could be satisfied (as far as possible) so that the same
and other known faults in the SUT could be avoided. We lack a method
for restricting the behaviour of test models so that the models would still be
strongly connected. Another problem is to make the restriction easy-to-use,
so that testers who have not created the test model components could do it.

44



Chapter 6

Conclusions

In this thesis, we have developed domain-specific model-based testing tech-
nology for testing S60 smartphones. Towards that end, we have created a
modelling technique and used it for building an extensive model library of
S60 applications. For setting goals for tests we have designed a simple cov-
erage language and built a user interface from which model-based tests can
be ordered with the language. We have developed algorithms for test gen-
eration and evaluated them. We have also implemented a proof-of-concept
tool for video-based debugging. The tool has already proved to be useful in
debugging failures in test runs that have lasted for hours.

According to our experiences, model-based testing is able to fulfil its
promises in terms of maintenance and bug-finding capability. We managed
to create a library of model components from which test models for various
tests can be constructed automatically. From the library, we have generated
tests for testing single applications as well as testing interactions of several
applications in three different S60 smartphone models. During the two years
the library has existed, the most of the required updates have been made in
the level of refinement machines, just as we hoped. That is, action words have
stayed mostly the same, only their keyword implementations have changed.

We have been able to find a number of bugs in smartphones that have
already been shipped. Some of the bugs have been found while creating
the model component library; it is generally known that modelling reveals
many bugs. Also, some of the bugs have been found in actual test runs. In
those cases, the generated tests have tested unexpected, or even surprising
behavioural sequences that a human tester would most likely not come up
with.

There is one fundamental thing in our approach that does not appear
too often in model-based testing literature but which we find particularly
benefical in practise. It is the coexistence of both high and low level actions,
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that is, action words and keywords, in test models. The benefits that we
have noticed so far are the following.

• The model component library can be maintained with reasonable ef-
forts. The hardest part of the modelling task has been isolated to the
models that seldom need to be updated.

• Testers unfamiliar with modelling are able to design and run model-
based tests.

• The adapter to the SUT may be relatively simple, because the number
of different actions it needs to understand is small and the actions do
not change.

• Debugging test runs is feasible because high-level actions give the de-
bugger the bigger picture of what is being done.

We do not think that model-based testing is something that can be bought
in a fancy package and works out of the box for everyone. There are several
issues that need to be considered before the technology can be taken into
industrial use. For instance, the appropriate modelling technique depends
on the problem domain [43].

In this thesis, we have presented a model-based testing approach that
seems to work well in a rather challenging domain, that is, testing reactive
and concurrent applications and their interactions through their GUIs in a
product family setting. We hope that our successful experiences encourage
wider use of model-based testing in industry. It could give testing the boost
that it needs to assure the quality of today’s and tomorrow’s computer soft-
ware.

46



Bibliography

[1] M. Dowson, “The Ariane 5 software failure,” SIGSOFT Softw. Eng.
Notes, vol. 22, no. 2, p. 84, 1997.

[2] N. G. Leveson and C. S. Turner, “An investigation of the Therac-25
accidents,” IEEE Computer, vol. 26, pp. 18–41, July 1993.

[3] RTI, “The economic impacts of inadequate infrastructure for software
testing,” planning report, National Institute of Standards & Technology,
USA, May 2002.

[4] D. Gelperin and B. Hetzel, “The growth of software testing,” Commu-
nications of the ACM, vol. 31, pp. 687–695, June 1988.

[5] P. Wegner, “Why interaction is more powerful than algorithms,” Com-
munications of the ACM, vol. 40, no. 5, pp. 80–91, 1997.

[6] J. P. Bowen and M. G. Hinchey, “Ten commandments of formal meth-
ods. . . ten years later,” IEEE Computer, vol. 39, pp. 40–48, January
2006.

[7] A. Hall, “Seven myths of formal methods,” IEEE Software, vol. 7,
pp. 11–19, September 1990.

[8] E. M. Clarke, J. M. Wing, and 25 other authors, “Formal methods: State
of the art and future directions,” ACM Computing Surveys, December
1996.

[9] “ETSI ES Methods for Testing and Specification; TTCN-3 - Part 2:
Tabular Presentation Format.” ETSI Standard 201 873-2 V1.1.1, March
2001.

[10] “S60 homepage.” http://www.s60.com/, May 2008.

[11] “Symbian homepage.” http://www.symbian.com/, May 2008.

47



[12] P. Clements and L. Northrop, Software Product Lines. Addison-Wesley,
2002.

[13] M. Utting and B. Legeard, Practical model-based testing: a tools ap-
proach. Elsevier, 2007.

[14] H. Robinson, “Obstacles and opportunities for model-based testing in an
industrial software environment,” in 1st European Conference on Model
Driven Software Engineering, pp. 118–127, December 2003. Nuremberg,
Germany.

[15] “TEMA toolset download page.” http://www.cs.tut.fi/˜teams/, May
2008.

[16] “The MIT License.” http://www.opensource.org/licenses/mit-
license.php, October 2006.
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