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1.1 Signal Representation versus Signal Compression

An example of image representation

The luminance at one pixel varies from black to white, in 256 gray levels.

Alphabet:A = f 0; 1; 2; 3; : : : ; 255g having 256 symbols. Each symbol is represented using 8 bits
=1 byte.

Image Size: 512 rows£ 512 columns, in total 262144 pixels, thus the ¯le size is 262144 bytes

Empirical probability of the symbolx (symbol frequency, or histogram)

h(x) = Number of occurences of the symbolx
Number of pixels in the image , for all symbolsx 2 A

Original image Lena Symbol frequency (histogram)
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Ready made tools for signal compression applied to Lena image

Comparing several widely available compression programs for general use
(Original ¯le size) Compressed ¯le size)

² Unix compress utility (based on Ziv-Lempel method)

File size: 262144 bytes) 244621 bytes (7.46 bits/pixel)

² Unix gzip utility (a variation on Ziv-Lempel method) with option -1 (faster than with option
-9)

File size: 262144 bytes) 225666 bytes (6.88 bits/pixel)

² Unix gzip utility with option -9 (takes longer than option -1, but usually gives better com-
pression)

File size: 262144 bytes) 234220 bytes (7.14 bits/pixel)

² Unix bzip2 utility (Burrows-Wheeler method) with option -1 (block size= 100k)

File size: 262144 bytes) 185244 bytes (5.65 bits/pixel)

² Unix bzip2 utility with option -9 (block size= 900k)

File size: 262144 bytes) 184062 bytes (5.61 bits/pixel)
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A simple (revertible) image transformation for Lena

² Store the ¯rst column of lena,D(:; 1).

² For the second column,D(:; 2), do not store it, but store instead the di®erencesE(:; 2) = D(:; 2)¡ D(:; 1).
Having availableD(:; 1) and E(:; 2) we can recover the second columnD(:; 2) = E(:; 2) + D(:; 1).

² For the third column, D(:; 3), instead of storing it, store the di®erencesE(:; 3) = D(:; 3) ¡ D(:; 2).

² Continue to store in the same wayE(:; k) = D(:; k) ¡ D(:; k ¡ 1). The di®erence image is shown in the
middle, below.

Histogram of the original D, the "di®erence" image E, and histogram of the transformed image.
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Difference Image (1 pixel horiz. transl.)

Entropy= 7 :44 "Di®erence" image Entropy= 5 :05

Note: the alphabet of the imageE(:; :) is ideally A 0 = f¡ 255; ¡ 254; : : : ; ¡ 3; ¡ 2; ¡ 1; 0; 1; 2; 3; : : : ; 255g, but for image lena it is

A 00= f¡ 125; ¡ 254; : : : ; ¡ 3; ¡ 2; ¡ 1; 0; 1; 2; 3; : : : ; 175g. We added to each pixel in the di®erence image the value 125, in order to be

able to display the negative values, ¯nally usingimagescfunction in matlab for showing the values.
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The basic fact in Data Compression

² Shannon lossless coding theorem

If a source generatesN symbolsindependently, with probabilities

0 1 2 : : : N ¡ 1
p0 p1 p2 : : : pN ¡ 1

then, the lowest number of bits/symbol needed for coding is

H = ¡
N ¡ 1X

i=0
pi log2 pi (1)

² Example: For original data represented with 8 bits, the symbols aref 0; 1; 2; : : : ; 255g.

{ If all symbols are independent and uniformly distributed,pi = const = 1=256, and then

H = ¡
N ¡ 1X

i=0
pi log2 pi = ¡

N ¡ 1X

i=0
(1=256)¢(¡ 8) = (1=256)¢8¢256 = 8 (2)

thus data is "incompressible" (the original representation is as good as one can get).

{ If the value "128" occurs with probabilityp128 = 0:99 while the rest of the values occur
with probability pi = const = 0:01=255, then the entropy is

H = ¡
N ¡ 1X

i=0
pi log2 pi = 0:16; (3)

and therefore data is compressible 50:1 (since 8=0:16 = 50).
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The "Ways" of Signal Compression

² If the symbols are generated independently, nobody can encode a signal at a
bitrate lower than the entropy of the independent source. The techniques for
designing the codeswith bitrates close to entropy are described in the "Data
compression" part of the course (lectures 1 to 6).

² If the symbols are dependent, thedecorrelation of the source (using any of
the following techniques: prediction, transforms, ¯lterbanks) will improve the
compression.

² If the original signal is transformed in alossy manner(using scalar/vector
quantization in conjunction with the following techniques: prediction, trans-
forms, ¯lterbanks) the compression ratio of the signal can be orders of mag-
nitude better.
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1.2 Pre¯x codes

² A codeis a set of codewords which are used to represent the symbols (or strings of symbols)
of the original alphabet.

² Consider the original alphabet as the integersI 8 = f 0; 1; : : : ; 255g. The binary representation
using 8 bits is the most simple code. A gray level image has the pixel values usually in the
set I 8 and we refer to an uncompressed image as the ¯le containing, in the scanning order
left-right and up-down, the values of the pixels represented in binary form.

² Consider the ASCII set of symbols. The ASCII table speci¯es 7-bit binary codes for all English
alphabet letters, punctuation signs, digits and several other special symbols. We refer usually
to an original (uncompressed) text as the ¯le containing the text stored as a sequence of
ASCII symbols.

² The above codes have a common feature, all their codewords have the same length in bits.

They satisfy an essential property of coding: reading a sequence of codes one can uniquely
decode the message, without the need of separators between codewords.

² But even with unequal length of codewords the instantaneous decoding property may hold,
this being the case ofpre¯x codes.
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1.3 Trees associated with pre¯x codes

² We will visualize pre¯x codes as leaves in binary (orD-ary) trees. The binary trees will have
their nodes labelled by the sequence of bits read on the path from the root to the node (with
the convention that a left branch carry a 0, and a right branch carry a 1).

² In the sequel we will usually identify the codewords with the leaves in a tree.

² Example of a code for the alphabetf a; b; c; dg

1

2 2

1

2 2

0

10

00 01 10 11

ROOT

INTERIOR NODE

LEAF

CODEWORD

BINARY TREE FOR THE CODE IN TABLE 1

DEPTH 0

DEPTH 1

DEPTH 2

0 1

110 0

Table 1
Symbol Codeword Codeword length

a 00 2
b 01 2
c 10 2
d 11 2

² The stringd; d; c; a; a; bis coded as 111110000001. To decode correctly there is no need of
codeword separators!
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Example of a code for the alphabet f a; b; c; d; e; f; gg

3

2

1

2 2

0

1

3 3

2
00 01 10 11

000 001 010 011

10

4 4

3

0100 0101
BINARY TREE FOR THE CODE IN TABLE 2

1

11

1

1

1

0

00

0

0

0

Table 2
Symbol Codeword Codeword length

a 000 3
b 001 3
c 0100 4
d 0101 4
e 011 3
f 10 2
g 11 2

The stringeeabgfis coded as 0110110000011110. To decode correctly there is no need of codeword
separators!
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Example of a code for the alphabet f 0; 1; 2; 3; 4; 5; 6g (continued)

² Assume now that the frequencies of the symbols are as follows:
Symboli Codeword Codeword length̀(i ) Symbol frequencyp(i )

0(a) 000 3 0.125=1/8
1(b) 001 3 0.125=1/8
2(c) 0100 4 0.0625=1/16
3(d) 0101 4 0.0625=1/16
4(e) 011 3 0.125=1/8
5(f) 10 2 0.25=1/4
6(g) 11 2 0.25=1/4

² The average codelength is

L =
6X

i=0
p(i )`(i ) = 3 ¤ (0:125¤ 3) + 2 ¤ (0:0625¤ 4) + 2 ¤ (0:25¤ 2) = 2:625

² When we encode a very long string, ofn symbols,nL is approximately the length of the
encoded string, in bits. Why?

² The usual binary representation off 0; 1; 2; 3; 4; 5; 6g requires 3 bits, resulting in an average
codelength of 3 bits. The code of Table 2 has a shorter average codelength than the binary
representation.
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² In fact for the givenp(i ) the code in Table 2 achieves the shortest possible codelength in the
class of pre¯x codes. This will be obvious at the end of present lecture (exercise!).

² The code in Table 2 obeys the following rule: the more probable a symbol, the shorter its
codelength.
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1.4 Kraft inequality

² The pre¯x condition introduces constraints on the set of codeword lengths, e.g. there is no
pre¯x code with ¯ve codewords such thatjw1j = jw2j = jw3j = jw4j = jw5j = 2, wherejwj
denotes the length of the codewordw.

² These constraints on possible codeword lengths are completely characterized by the Kraft
inequality for pre¯x codes, very easy to prove and visualize using the associated trees.

Theorem 1 (Kraft inequality) a) Given a set of numbers`1; : : : ; `n which satisfy the
inequality

nX

i=1
2¡ ` i · 1 (4)

then there is a pre¯x code withjw1j = `1; : : : ; jwnj = `n.

b) Reciprocally, for every pre¯x free code having the codeword lengthsjw1j = `1; : : : ; jwnj =
`n, the inequality (4) is true.
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² Proof (by a simple example).

Partition of nodes

(Maximum)Depth =5

Depth =4

Depth =3

Depth =2

Depth =1

Depth =0

2(5-3) + 20+20+2(5-4) + 2(5-2) + 20+ 20+ 2(5-4) + 2(5-3) + 2(5-2)                      = 25

The tree in red has the set of codewords (the leafs marked with red aster-
isk): (000,00100,00101,0011,01,10000,10001,1001,101,11), having the codelengths
` i (3,5,5,4,2,5,5,4,3,2). Each leaf has exactly 25¡ ` i descendants on the last level, at
maximum depth 5. The total number of these descendants can't exceed the total
number of nodes at depth 5, which is 25. From P

i 25¡ ` i · 25 it resultsP
i 2¡ ` i · 1.
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² A second proof of Part a) (showing how to construct a pre¯x tree once Kraft inequality is
satis¯ed)

{ Without loss of generality suppose the numbers`1; : : : ; `n are ordered increasingly, and
denoteki the number of occurrences of the integeri in the sequencè1; : : : ; `n.

{ The sum in (4) can be alternatively writtenP n
i=1 2¡ ` i = P `n

j = `1
kj 2¡ j . We construct a

pre¯x code in the following way: takekj 1 leaves at depthj 1 = `1 (which is possible since
kj 12

¡ j 1 · 1, i.e.kj 1 · 2j 1, and obviously there are 2j 1 nodes at depthj 1 in the tree).

{ At depth j 1 + 1 we need to placekj 1+1 leaves, and from (4) one gets easilykj 1+1 ·
2j 1+1 ¡ 2kj 1, which shows that we have to place at depthj 1 + 1 fewer leaves than the
available places (at depthj 1 + 1 there are 2j 1+1 nodes, but 2kj 1 are not free, namely the
siblings of thekj 1 nodes which were declared leaves at depthj 1).

{ Continuing the same way, the inequality (4) will constrain the number of leaves to be
placed at depthj to kj · 2j ¡ 2j ¡ j 1kj 1 ¡ : : : ¡ 2kj ¡ 1, which makes the placement
possible.

² A second proof of part b)

{ The proof is by successively reducing the associated tree to smaller depth trees.

{ Consider the maximal depth of the original treelmax = `n (there aremn leaves with
lengthlmax, which contributesmn times the terms 2¡ lmax in the sum (4)).
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{ We create another tree, with maximal depthlmax ¡ 1, by pruning two by two the leaves
which are siblings to create shorter words, now of lengthlmax ¡ 1, or if a leaf in the original
tree does not have a sibling simply replace it by its parent. When pruning the siblingsw0
andw1 to get the parent nodew we have 2¡j wj = 2¡j w0j + 2¡j w1j, while when replacing a
sonwb (b is either 0 or 1) by the parentw we have 2¡j wj > 2¡j wbj, therefore the overall
sumP

w2W lmax ¡ 1 2¡j wj over the leaves of the new tree is greater or equal than the overall
sum over the original treeP w2W lmax 2¡j wj.

{ By repeating the process, we ¯nd the chain of inequalities
X

w2W lmax
2¡j wj ·

X

w2W lmax ¡ 1
2¡j wj · : : : ·

X

w2W1
2¡j wj = 2¡ 1 + 2¡ 1 = 1

² If the code isD-ary (the codewords are represented usingD symbols, then the Kraft inequality
reads

nX

i=1
D ¡ ` i · 1 (5)

and Theorem 1 holds true with (5) replacing (4).

² Kraft inequality holds true also for any uniquely decodable codes (not only for pre¯x codes,
or instantaneous codes).

² Example: The code in Table 2 satis¯es Kraft inequality with equality:P n
i=1 2¡ ` i = 2 ¤ 2¡ 2 +

3¤ 2¡ 3 + 2 ¤ 2¡ 4 = 1
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1.5 A lower bound on the average length of optimal pre¯x codes

² The average length of the codewords is

L =
nX

i=1
pi ` i (6)

which is the quantity we want to minimize for a given probability distribution
p1; p2; : : : ; pn.

² The pre¯x code strategy will not allow the lengths`1; : : : ; `n to be selected
freely, they will be constrained by the Kraft inequality.

² The optimization problem is an integer linear programming problem, but with
nonlinear constraints. To get a hint to the optimal solution we relax the integer
requirement for the code length.
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A lower bound on the average length of optimal pre¯x codes (continued)

² We minimize the extended criterion
X

i
pi ` i + ¸ (1 ¡

nX

i=1
2¡ ` i ) (7)

wherȩ is an extra variable (Lagrange multiplier) to be determined such that
the (Kraft) constraint is ful¯lled.

² Taking derivative of (7) with respect to the real parameters` j and then equat-
ing to zero we getpj + ¸ 2¡ ` j ln 2 = 0, or ¡ pj

¸ ln 2 = 2¡ ` j

² introducing it in the constraint equalityP n
i=1 ¡ pi

¸ ln 2 = 1 we obtain the optimal
value¸ = ¡ P n

i=1
pi

ln 2 = ¡ 1
ln 2. Finally we get 2¡ ` j = ¡ pj

¸ ln 2 = pj or

` j = ¡ log2 pj (8)

² The optimal length of the code for the symbolj is therefore¡ log2 pj , quantity
which is called the self-information of the symbolj .

² The average length of the optimal codewords is

¡
nX

i=1
pi log2 pi (9)
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and it is called entropy. By the optimality of` j = ¡ log2 pj that we proved,
no code can get a better average length than the entropy.

² In the case when the values¡ log2 pj are integers, there is a pre¯x code actually
attaining the entropy bound.

² Finding the pre¯x code which minimizes the average codelengthL for the
case when at least for onej the value¡ log2 pj is non-integer is solved by the
simple construction discovered by Hu®man in 1952 (to be discussed later in
the lecture).
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1.6 Shannon code

² Shannon's code is derived from the result of the optimization solution (8).

² If the self-information log2
1
pj

is not integer, a natural attempt to allocate the code lengths is:

` j = dlog2
1
pj

e (10)

wheredxe denotes the smallest integer greater thanx.

² To show that the lengths (10) de¯ne a pre¯x code we need to check the Kraft inequality,
which results at once:

nX

i=1
2¡ ` i =

nX

i=1
2¡d log2

1
pi

e ·
nX

i=1
2¡ log2

1
pi =

nX

i=1
pi = 1 (11)

the ¯rst inequality being due todlog2
1
pi

e ¸ log2
1
pi

.

² The average codelength of the pre¯x code de¯ned by (10) isL = P
i pidlog2

1
pi

e and can be
lower and upper bounded by using log2

1
pj

· d log2
1
pj

e · log2
1
pj

+ 1 and therefore

X

i
pi log2

1
pi

·
X

i
pidlog2

1
pi

e ·
X

i
pi

0

@log2
1
pi

+ 1
1

A
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which immediately gives

H (p) · L · H (p) + 1

stating that the average codelength is within 1 bit of the entropy.
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Example of a Shannon code for the alphabet f 0; 1; 2; 3; 4; 5; 6g

² Exercise: consider the probabilities given in Table 3 and draw in the template below one (out
of many possible) pre¯x trees corresponding to the Shannon code:

3

2

1

2 2

0

1

3 3

2
00 01 10

11

000 001 010 011

10

4 4

3

0100 0101

Template where you should draw the Shanon code

1

11

1

1

1

0

00

0

0

0

55
0101101010

33 111
110

44
1111

1110

Table 3
Symboli probabilityp(i ) `(i ) = dlog2

1
p(i )e

0 0.1 4
1 0.15 3
2 0.05 5
3 0.09 4
4 0.14 3
5 0.27 2
6 0.2 3
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² The entropy of the given source is

H = ¡
6X

i=0
pi log2 pi = 2:643

² The average codelength of the Shannon code is

L =
X

i
pi `(i ) = 3:02

² A slightly better code has the codelengths` = [4 3 4 4 3 2 3] and the average codelength
L = 2:97

² The trivial binary representation of the symbols requires only 3 bits, which is better than the
Shannon code.

² A simple method to code with at a bitrate closer to the entropy is to block the alphabet
symbols.
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Coding blocks of symbols

² We start with an example: consider as symbols of the alphabet all the pairs (s1; s2) for the
source in Table 3. The new alphabet has now 7£ 7 = 49 symbols, in the set
f (0; 0); (0; 1); : : : ; (5; 6); (6; 6)g and their probabilities arep(s1; s2) = p(s1)p(s2)

² The entropy of the pairs is 2 times the entropy found for a single symbol:

H (p(s1; s2)) = ¡
X

(i;j )
p(si ; sj ) log2 p(si ; sj ) = ¡

X

i

X

j
p(si )p(sj ) log2 p(si )p(sj )

= ¡
X

i

X

j
p(si )p(sj )(log2 p(si ) + log2 p(sj )) = ¡

X

i
p(si )

X

j
p(sj ) log2 p(sj ) ¡

¡
X

j
p(sj )

X

i
p(si ) log2 p(si ) = H (p(s))

X

i
p(si ) + H (p(s))

X

j
p(sj ) = 2H (p(s))

² The length of the Shannon code for the new alphabet is bounded:L((s1; s2)) < H (p(s1; s2))+
1 = 2H (p(s))+1, therefore the number of bits per symbol will be1

2L((s1; s2)) < H (p(s))+ 1
2.

² Taking now blocks ofn symbols and constructing a Shannon code for them, the number of
bits per symbol will be1nL((s1; : : : ; sn)) < H (p(s)) + 1

n . Increasing the block length, one can
be as close to the entropy as one wishes.

² Exercise: Extend the alphabet of the source to blocks of ten symbols and then design the
Shannon code and ¯nd its actual length (you need a computer to solve this).
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1.7 Encoding a binary tree

Suppose we have an symbol alphabet, for which we associated by a code design procedure a
binary tree, havingn leaves. How can we enumerate all binary trees which haven leaves?

² First we de¯ne an order in which we are going to inspect the interior nodes and leaves of the
tree: We start from the root, than we go through the nodes/leaves at the ¯rst depth level
from left to right, continue with second depth level and continue until the last depth level of
the tree.

² When inspecting the nodes, we write down a string, one bit for each node. If the node is an
interior node we write a 1, if it is a leaf we write down a 0.

² When somebody else is reading the string, he will be able to draw the tree!

² A tree with n leaves hasn ¡ 1 interior nodes (this can be proven easily by mathematical
induction).

² The number of bits necessary to encode a binary tree withn leaves is thereforen + ( n ¡ 1) =
2n ¡ 1. Not all combinations of 2n ¡ 1 bits will correspond to a valid binary tree, therefore
there areat most 22n¡ 1 binary trees withn leaves.
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Encoding a binary tree: example

Inspect the tree and insert a 1 in the interior nodes, a zero in the leaf{ nodes. Then write the bits
in top-down, left -right scan.

0

0 1 0

0 1

1

1

1

1

0

0

0

01

Encoding the structure of a binary tree

1

1

0 1

1

1

0 0

1

0 1

1

11

0

0

00

10

00

The binary string associated with the tree is:
1,11,1101,001001,0100,00
Commas have been added for clarity, to see
the di®erent depth levels, they are not needed
if one wants to decode the string of bits to a
tree structure.
There aren = 10 leaves and 2n ¡ 1 = 19 bits
in the sequence.
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The complete message for you (the pre¯x tree is also included and is listed ¯rst):

Space c d g o u k L
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SIGNAL COMPRESSION

2. Hu®man Codes

2.1 Hu®man algorithm for binary coding alphabets

2.2 Canonical Hu®man coding

2.3 Hu®man algorithm for D-ary coding alphabets

2.4 Hu®man codes for in¯nite alphabets
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A recap of the previous lecture

² A pre¯x code can be represented by a binary tree

² The length of the codewords should be small for frequently occurring symbols

² Kraft inequality constrains the lengths of the symbols

² The average codelength is a good measure of coding performance

² The ideal codelength for a source emitting symboli with probability p(i ) is
¡ log2 p(i ) (it minimizes the average codelength).

² If the ideal¡ log2 p(i ) codelength is not integer, there is a need of an opti-
mization algorithm. This is curent lecture's topic: Hu®man algorithm.
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2.1 Hu®man algorithm for binary sources

² Hu®man coding associates to each symboli , i 2 f 1; 2; : : : ; ng, a code, based on theknown
symbol probabilitiespi , pi 2 f p1; p2; : : : ; png, such that the average codelength is minimized.
No code assignment can be better than Hu®man's code if the source is independent.

Procedure

0. Arrange symbol probabilitiespi in increasing order; Associate to them a list ofn nodes
at the zero'th (initial) level of a tree.

1. While there is more than one node in the list.

1.1 Merge the two nodes with smallest probability from the list into a new node, which
will have assigned as probability the sum of probabilities in the merged nodes. Delete
from the list the two nodes which were merged.
1.2 Arbitrarily assign 1 and 0 to the branches from the new node to the nodes which
were merged.

2. Associate to each symbol the code formed by the sequence of 0's and 1's read from the
root node to the leaf node.
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Memory requirement:

Once the Hu®man codes have been associated to symbols, they are stored in a table. This
table must be stored and be used both at encoder and decoder (e.g. it may be transmitted
along with the data, at the beginning of the message).

Extremely fast:

Coding (and encoding) takes basically one table look up.
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Example of using Hu®man algorithm

² We consider the same example which was used to illustrate the Shannon code.

² The probabilities are given in Table 3.

² The steps of the algorithm are illustrated in the next two pages

0.56 0.44

0.29 0.27 0.24 0.2

0.14

0.05 0.09

0.15 0.140.1

1

f=01 g=11

b=001 e=101a=100

d=0001c=0000

0

0

0

0

0

0

1

1

1

1

1

1

HUFFMAN 1

Table 3
Symbol probability Hu®man code Shannon code

i p(i ) `H (i ) `Sh(i ) = dlog2
1

p(i ) e
a (1) 0.1 3 4
b (2) 0.15 3 3
c (3) 0.05 4 5
d (4) 0.09 4 4
e (5) 0.14 3 3
f (6) 0.27 2 2
g (7) 0.2 2 3

² Hu®man code assigns shorter codewords than Shannon codewords to the symbolsa, c and g.
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0.05 0.09 0.1 0.14 0.15 0.2 0.27

Initial step of the algorithm

Step 1 of the algorithm

0.14

Step 2 of the algorithm

0.05 0.09 0.1 0.14 0.15 0.2 0.27

0.14

0.05 0.09 0.1 0.14 0.15 0.2 0.27

0.24

Step 3 of the algorithm

0.14

0.05 0.09 0.1 0.14 0.15 0.2 0.27

0.24

0.29

Step 4 of the algorithm

0.14

0.05 0.09 0.1 0.14 0.15 0.2 0.27

0.24

0.29

0.44

c d a e b g f

c d a e b g f

c d a e b g f

c d a e b g f

c d a e b g f

Step 5 of the algorithm

0.14

0.05 0.09 0.1 0.14 0.15 0.2 0.27

0.24

0.29

0.44

0.56

0.14

0.05 0.09 0.1 0.14 0.15 0.2 0.27

0.24

0.29

0.44

0.56

Step 6 of the algorithm

1
0

0

0

0 0

0

1

1

11
11

c d a e b g f

c d a e b g f
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² The entropy of the given source is

H = ¡
6X

i=0
pi log2 pi = 2:643

² The average codelength of the Shannon code is

L =
X

i
pi `Sh(i ) = 3 :020

² The average codelength of the Hu®man code is

L =
X

i
pi `H (i ) = 2 :670

² A simple method to code with at a bitrate closer to the entropy is to block the alphabet symbols.

As an example, consider the new alphabet as all pairs of the symbolsf (a; a); : : : ; (g; f ); (g; g)g. Building
the Hu®man code for this source we get the average codelength

L2 =
X

(i;j )
p(i;j )`H (( i; j )) = 5 :3136

which gives a per symbol average codelength1
2L2 = 2:6568, better than the Hu®man average codelength

when coding symbol by symbol.

² For blocks of three symbols one gets a per symbol average codelength1
3L3 = 2:6538.

² For blocks of four symbols one gets a per symbol average codelength1
4L4 = 2:6506.

² Note that the better compression is paid by a higher complexity: Coding symbol by symbol we need to
store a code table with 7 entries, while when coding blocks of 4 symbols at a time we need a table with
2401 entries.
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Optimality of the Hu®man code

Proposition 1 In the tree W we prune (merge) the symbolsin¡ 1 and in to obtain the tree WP having the
following symbols: (a) then¡ 2 symbolsi1; : : : ; in¡ 2 and (b)the extra-symbol obtained by merging the symbols
in¡ 1 and in (this extra-node having probability p(in¡ 1) + p(in)). Then the average lengths over the two trees
are linked by

L(W) = L(WP ) + p(in¡ 1) + p(in)

Properties of the optimal code:

(a) If for two symbols i1 and i2 we havep(i1) < p(i2) then `(i1) ¸ `(i2).

(b) The longest two codewords in an optimal code have to be the sons of the same node and have to be
assigned to the two symbols having the smallest and second smallest probability.

Proof: (a) If `(i1) < ` (i2) and p(i1) < p(i2) just switch the codewords fori1 and i2. The resulting codelength
minus the original codelength will bep(i2)(`(i1) ¡ `(i2)) + p(i1)(`(i2) ¡ `(i1)) = ( p(i2) ¡ p(i1))( `(i1) ¡ `(i2)),
which is negative, therefore the original code was not optimal.

(b) By (a) we know the longest two codewords in an optimal code have to be assigned to the two symbols
having the smallest and second smallest probability. If they don't have the same length, the lengthier can be
shortened, therefore the code was not optimal (this can be seen also from the fact that the optimal tree has
to be complete, i.e., each node has no descendents, or exactly two descendent; having only one descendent is
not possible in an optimal tree). By a swapping argument always the smallest and second smallest can be
arranged to be sons of the same node.

Recursively applying property (b) one gets the Hu®man algorithm, which results to provide the optimal tree.
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Hu®man procedure

function [Tree, code,L_H,EL_H,H]=huffman2(p)
% The probabilities of the symbols 1...n are given
%% Output:
%% The codewords for the original symbols may be displayed by using
%% for i=1:n
%% bitget(code(i),L_H(i):-1:1)
%% end
%% The Tree structure uses the original symbols 1:n and indices
%% for interior nodes (n+1):(2n-1)
%% The rows in Tree are nodes at same depth

n=length(p);

%% START THE HUFFMAN CONSTRUCTION

% Initial step
list_h=1:n; % Will keep indices of the nodes in the list
plist=p; % Will keep the probabilities of the nodes in list_h
m=n+1; % Index of the first new node
pred=zeros(1,2*n-1); % pred(i) will show which node is the parent of node i

while(length(list_h)>1)
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[psort,ind]=sort(plist);
i1= ind(1) ; i2= ind(2) ; % nodes ind(1) and ind(2) will be merged
pnew=plist(i1)+plist(i2); % Probability of the new node
pred(list_h(i1))=m; % the predecessor of list_h(i1) is m
pred(list_h(i2))=m;
list_h([i1,i2])=[]; % remove from the list nodes ind(1) and ind(2)
plist([i1,i2])=[]; % remove the probabilities of the deleted nodes
list_h=[list_h m]; % add node m to the list
plist=[plist pnew]; % specify the probability of node m
m=m+1; % Index of the new node

end % end while

%% END OF HUFFMAN CONSTRUCTION

%% We extract now the structure of the coding tree

Tree=[];nTree=[];
Tree(1,1)=2*n-1;
depth=1;
ind=find(pred==2*n-1); % These are the sons of the root
Tree(depth+1,1:2)=ind;
nTree(depth+1)=2;
code(ind(1))=0; code(ind(2))=1;
ntogo=2*n-4;
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while(ntogo>0)
nTree(depth+2)=0;
for i=1:nTree(depth+1)

father=Tree(depth+1,i);
ind=find(pred==father); % These are the sons of the father
if(~isempty(ind))

Tree(depth+2,nTree(depth+2)+[1 2])=ind;
code(ind(1))=0+2*code(father); code(ind(2))=1+2*code(father);
nTree(depth+2)=nTree(depth+2)+2;
ntogo=ntogo-2;

end % end if
end % end for
depth=depth+1;

end % end while

%% We have the tree code structure and we find the
%% codes and lengths for the symbols

for i=1:n
[i1,i2]=find(Tree==i);
L_H(i)=i1-1;
bitget(code(i),L_H(i):-1:1)

end
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% Huffman's average code length

EL_H=sum(p.*L_H(1:n))

% Find the entropy of the source H
indp=find(p>0);
H=-sum(p(indp).*log(p(indp)))/log(2);
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2.2 Canonical Hu®man coding
Hu®man construction may generate many di®erent (but equivalent) trees

² When assigning 0 and 1 to the branches from a father to the sons, any choice is allowed. The resulting
trees will be di®erent, the codes will be di®erent, but the length of a given codeword is the same for all
trees. Therefore the optimal code is not unique.

² At every interior node we can switch the decision 0=1 of the two branches. There aren ¡ 1 interior nodes,
therefore Hu®man algorithm can produce at least 2n¡ 1 di®erent codes.

² At one step in the algorithm, there may be ties, cases when the probabilities of the symbols are equal,
and we may choose freely which symbol to consider ¯rst. This is a second source of non-unicity.

Table 4

Symbol probability Hu®man code 1 Hu®man code 2 Canonical Hu®man
i p(i ) w(i ) w(i ) w(i )

a (1) 0.1 100 011 001
b (2) 0.15 001 110 010
c (3) 0.05 0000 1111 0000
d (4) 0.09 0001 1110 0001
e (5) 0.14 101 010 011
f (6) 0.27 01 10 10
g (7) 0.2 11 00 11
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Hu®man construction may generate many di®erent but equivalent trees
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² The Canonical Hu®man code in Table 5 is listed in Table 6 such that the codelengths are decreasing, and
for a given codelength the symbols are listed in lexicographic order and their codewords are consecutive
binary numbers.

Table 5
Symbol Canonical Hu®man

i w(i )
a (1) 001
b (2) 010
c (3) 0000
d (4) 0001
e (5) 011
f (6) 10
g (7) 11

Table 6
Symbol Canonical Hu®man

i w(i )
c (3) 0000
d (4) 0001
a (1) 001
b (2) 010
e (3) 011
f (6) 10
g (7) 11

² With Canonical Hu®man codes all we need to store is the string

cdabefg

from the ¯rst column of Table 6, and the table

Symbol Canonical Hu®man
i w(i )

c (3) 0000
a (1) 001
f (6) 10
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Assigning the codewords in Canonical Hu®man coding

Given: the symbolsf ig, for which the optimal lengthsf `(i )g are known. Denotemaxlength=maxi f `(i )g

1 /* Find how many codewords of lengthj = 1; : : : ;maxlength are in f `(i )g */

For ` = 1 to maxlength

Set num[`] = 0

For i = 1 to n

Set num[` i ] = num[` i ] + 1

2 /* The integer for ¯rst code of length ` is stored in ¯rstcode(`). */

Set ¯rstcode(maxlength)Ã 0

For ` = maxlength-1downto 1

Set ¯rstcode(`)Ã (¯rstcode(` + 1) + num[` + 1] )/2

3 For ` = 1 to maxlength

Set nextcode(̀)Ã ¯rstcode(`)

4 For i = 1 to n

Set codeword(i )Ã nextcode(̀ i )

Set symbol[` i ; nextcode(` i ) ¡ f irstcode (` i )] Ã i

Set nextcode(` i ) Ã nextcode(` i ) + 1
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Example of building f irstcode [`] and Symbol[` i ; j ] for canonical Hu®man coding

Table 7

Symbol Code length codeword[i] Bit pattern `-bit pre¯x
i ` i 1 2 3 4 5

1(a) 2 1 01 0 1
2(b) 5 0 00000 0 0 0 0 0
3(c) 5 1 00001 0 0 0 0 1
4(d) 3 1 001 0 0 1
5(e) 2 2 10 1 2
6(f) 5 2 00010 0 0 0 1 2
7(g) 5 3 00011 0 0 0 1 3
8(h) 2 3 11 1 3

num[`] 0 3 1 0 4
f irstcode [`] 2 1 1 2 0

The array Symbol[` i ; j ]

0 1 2 3
1
2 1(a) 5(e) 8(h)
3 4(d)
4
5 2(b) 3(c) 6(f) 7(g)
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The Canonical Hu®man code from Table 7 in a tree form
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Decoding using a Canonical Hu®man code

1 Setv Ã nextinputbit ().

Set ` Ã 1.

2 While v < f irstcode [`] do

(a) Set v Ã 2v + nextinputbit ()

(b) Set ` Ã ` + 1

At the end of while loop the integerv is a valid code, of̀ bits

3 Return symbol[`; v ¡ f irstcode [`]]

This is the index of the decoded symbol.
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² The codewords of length̀ occupy consecutive positions when read as integers. When decoding, we
receive the bits one after another, and interpret them according to Decoding algorithm.

² Example for the canonical Hu®man from Table 7:

{ After we receive the ¯rst bit, b1, we ¯nd it to be smaller than f irstcode [1] = 2, so we read the next
bit, b2.

{ After we receive the second bit, if the binary numberv = b1b2 is larger or equal tof irstcode [2] = 1
we are done, and read the decoded symbol from the tablesymbol[2; v ¡ f irstcode [2]]. If the binary
number v = b1b2 is smaller thanf irstcode [2] = 1 we have to read a new bit,b3.

{ After we receive the third bit, if the binary number v = b1b2b3 is larger or equal tof irstcode [3] = 1
we are done, and read the decoded symbol from the tablesymbol[3; v ¡ f irstcode [3]] = d. If the
binary number v = b1b2b3 is smaller thanf irstcode [3] = 1 we have to read a new bit,b4.

{ After we receive the fourth bit, b4, we ¯nd it to be smaller than f irstcode [4] = 2, so we read
the next bit, b5. After we receive the ¯fth bit, we ¯nd that the binary number v = b1b2b3b4b5 is
larger or equal to f irstcode [5] = 0, so we are done, and read the decoded symbol from the table
symbol[5; v ¡ f irstcode [5]].

{ As an example, if the bitstream received is 00110.... First stage: Readb1 = 0, initialize v = b1 = 0.
Sincev = 0 < f irstcode [1] = 2 we read the next bit, b2 = 0, and update v = 2 ¢0 + 0 = 0. Now
v = 0 < f irstcode [2] = 1, so we read the next bit,b3 = 1, and update v = 2 ¢0 + 1 = 1. Now
v = 1 = f irstcode [3], so we decode by looking intosymbol[3; v ¡ f irstcode [3]] = symbol[3; 0] = d.
Second stage: We read nowb4 = 1 and initialize v = b4 = 1. Since v = 1 < f irstcode [1] = 2 we read
the next bit, b5 = 0, and update v = 2 ¢1 + 0 = 2. Now v = 2 > f irstcode [2] = 1 so we decode by
reading in symbol[2; v ¡ f irstcode [2]] = symbol[2; 0] = a.
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2.3 Hu®man algorithm for D-ary coding alphabets

² A pre¯x code for D¡ ary coding alphabets can be represented as aD¡ ary tree.

² A D¡ ary complete tree has the following property: denote the number of interior nodesni and number
of leavesn. Then

n = ( D ¡ 1) ¤ ni + 1 (12)

The proof is simple. Start with the complete tree having one interior node (the root),ni = 1, and n = D
leaves; it obeysn = ( D ¡ 1) ¤ ni + 1. Now with any complete tree satisfyingn = ( D ¡ 1) ¤ ni + 1 we
split one leaf, getting an extra interior node andD leaves, therefore after the splitnnew = n + D ¡ 1 =
(D ¡ 1) ¤ ni + 1 + D ¡ 1 = ( D ¡ 1) ¤ (ni + 1) + 1 = ( D ¡ 1) ¤ nnew

i + 1.

² With D¡ ary trees, the optimal codes have clearly the following properties:

(a) If for two symbols i1 and i2 we havep(i1) < p(i2) then `(i1) ¸ `(i2).

(b) The longest codeword should not be the unique son of an interior node (at least another codeword
must have the same length as the longest codeword).

² Hu®man coding associates to each symbol a code, based on theknownsymbol probabilitiesf p1; p2; : : : ; png.

Procedure

0. Complete with n0 zero probability nodes the list of initial nodesf 1; : : : ; ng such that in total
there aren + n0 = ( D ¡ 1)¤ni + 1 with ni an integer (i.e. we can build a completeD-ary tree having
n + n0 leaves).
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0. Arrange symbol probabilitiespi in increasing order; Associate to them a list ofn nodes at 0
(initial) level of a tree.

1. While there is more than one node in the list.

1.1 Merge theD nodes with smallest probability from the list into a new node, which will have
assigned as probability the sum of probabilities in the merged nodes. Delete from the list theD
nodes which were merged.
1.2 Arbitrarily assign 0; 1; : : : ; D ¡ 1 to the branches from the new node to the nodes which were
merged.

2. Associate to each symbol the code formed by the sequence of 0; 1; : : : ; D ¡ 1 read from the root
node to the leaf node.
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2.4 Hu®man codes for in¯nite alphabets

² Hu®man algorithm starts building the code tree from the largest depth. If the alphabet is in¯nite,
Hu®man algorithm can not be directly applied.

² We consider as alphabet the natural numbersf 0; 1; 2; : : :g where the symbol probability is geometric

P(i ) = (1 ¡ µ)µi ; i = 0; 1; 2; : : : (13)

with an arbitrary parameter µ 2 (0; 1).

² An example of geometric distribution is when the source is binary, Bernoulli i.i.d., withµ the probability
of zero. The "runs" of 0's are to be encoded using one code, the runs of 1's using another code. The
probability of " i zero symbols followed by a one" isP(i ) = (1 ¡ µ)µi , hence the need to encode integers
i having geometric distribution. More on run length coding latter!

² Consider a source with parameterµ.

There is an integer` (sometimes denoted̀ (µ)) which satis¯es both inequalities

µ` + µ`+1 · 1 < µ `¡ 1 + µ` (14)

Proof: take µ0 = 1; µ1; µ2; µ3 : : :, which is monotonically decreasing to zero. The sequenceµ0 + µ1; µ1 +
µ2; µ2 + µ3 : : :, is also monotonically decreasing to zero, and has the ¯rst term greater than 1. Therefore
there is an integer` satisfying (14).

² The construction which follows will demonstrate a Hu®man code, therefore an optimal code, for the
geometric distribution with parameter µ. The same code will be optimal also for any otherµ1 which
satis¯es µ`

1 + µ`+1
1 · 1 < µ `¡ 1

1 + µ`
1 for ` = `(µ). Therefore the code will be speci¯c to à value, not to a

µ value.
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² Consider a source with parameterµ and the value `(µ) associated to it. For any m ¸ 0 de¯ne the
m-reduced source which hasm + ` + 1 symbols, with following probabilities:

Pm(i ) =

8
<

:

(1 ¡ µ)µi 0 · i · m
(1¡ µ)µi

1¡ µ` m < i · m + `
(15)

Easily we see
P m+ `

i=0 Pm(i ) = 1.

² The probabilities (1¡ µ)µi are monotonically decreasing wheni increases, the same being true for(1¡ µ)µi

1¡ µ` .
We show that the two symbols with smallest probabilities arem and m + `.

{ First we showPm(m + `) · Pm(m ¡ 1), or

(1 ¡ µ)µm+ `

1 ¡ µ` · (1 ¡ µ)µm¡ 1

which is a straight consequence of left side of (14).

{ second we show thatPm(m + ` ¡ 1) > P m(m), or

(1 ¡ µ)µm+ `¡ 1

1 ¡ µ` > (1 ¡ µ)µm

which is a straight consequence of right side of (14)

² Knowing now that the two symbols with smallest probabilities arem and m + `, we apply Hu®man
algorithm, which merges the two symbols into a new one, with probability

(1 ¡ µ)µm+ `

1 ¡ µ` + (1 ¡ µ)µm =
(1 ¡ µ)µm

1 ¡ µ` (µ` + 1 ¡ µ`) =
(1 ¡ µ)µm

1 ¡ µ` = Pm¡ 1(m) (16)
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The source after merging the two nodes will havem + ` symbols, with probabilities Pm¡ 1(i )

Pm¡ 1(i ) =

8
<

:

(1 ¡ µ)µi 0 · i · m ¡ 1
(1¡ µ)µi

1¡ µ` m ¡ 1 < i · m ¡ 1 + `
(17)

which is exactly the reduced source of orderm ¡ 1.

² With the same type of merging two nodes, we reduce consecutively the original source untilm = 0. At
this last stage we merge two symbols to get àalphabet with probabilities

P¡ 1(i ) =
(1 ¡ µ)µi

1 ¡ µ` ; 0 · i · ` ¡ 1 (18)

² Little algebra will provide the optimal code for the reduced source. For convenience of notations we
present now only the case wheǹ is an integer power of two:` = 2 k. In this case the optimal code for
(18) is as follows: use wordlengthk for all symbols i = 0; : : : ; ` ¡ 1, i.e. use the binary representation
using k bits for i .

² The overall code, named Golomb-Rice code, has the following rules: Any integeri is coded in two parts:
First, the last k bits of i are written to the codeword (i.e. the binary representation of (i mod 2k)). Then
b i

2k c is computed and we append exactlyb i
2k c bits with value 1 to the codeword, followed by a single 0.

² Summary: the symbolsm and m+ ` are merged at successive steps of the Hu®man algorithm, until there
is no more pair (m , m + `), i.e when there are onlỳ symbols. The Hu®man code for thesèsymbols
is trivial when ` = 2 k, it is just the binary representation of the ` symbols. The overall code can be
understood tracking back all operations, as shown in the next example.

² Example: take k = 2; ` = 2 k = 4. The reduced tree and the ¯nal code tree are presented on the next
page.
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0 1 2 3

4 5 6 7

8 9 10 11

12 13 14 15

16 17 18 19

m-reduced source for l=4 and m=15

² Based on the previous construction, Golomb-Rice code withk = 2 and ` = 4 is optimal for all geometric
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sources withµ obeying the inequalities:

µ4 + µ5 · 1 < µ3 + µ4

i.e for µ 2 (0:8192; 0:8567).

Golomb-Rice codes: fast encoding and decoding

² The overall code, named Golomb-Rice code, has the following rules: Any integeri is coded in two parts:
First, the last k bits of i are written to the codeword (i.e. the binary representation of (i mod 2k)). Then
b i

2k c is computed and we append exactlyb i
2k c bits with value 1 to the codeword, followed by a single 0.

² The GR codes are thus build of two distinct pre¯x codes: the lastk bits of i form a ¯rst pre¯x code (a
totally balanced tree of depthk), and the unary representation ofb i

2k c (exactly b i
2k c bits of 1 followed by

a delimiter, 0) forms a second pre¯x code. One can swap the two codes, so that the unary representation
comes ¯rst and thek bits of i come next, and the code is still decodeable.
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SGN-2306 Signal Compression

3. Lempel-Ziv Coding

3.1 Dictionary methods

3.2 The LZ77 family of adaptive dictionary coders (Ziv-Lempel 77)

3.3 The gzip variant of Ziv-Lempel 77

3.4 The LZ78 family of adaptive dictionary coders (Ziv-Lempel 78)

3.5 The LZW variant of Ziv-Lempel 78

3.6 Statistical analysis of a simpli¯ed Ziv-Lempel algorithm
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3.1 Dictionary methods

² Replace a substring in the ¯le with a codeword that identi¯es the substring in a dictionary
(or codebook).

² Static dictionary. One ¯rst builds a suitable dictionary, which will be used for all compression
tasks. Examples: digram coding, where some of most frequently occurring pairs of letters are
stored in the dictionary.

Example: A reasonable small dictionary: 128 ASCII individual characters, followed by 128
pairs (properly selected out of the possible 214 pairs) of ASCII symbols. In clear an ASCII
character needs 7 bits. With the above dictionary, the favorable cases are encoded by digrams
(4 bits/character) while in the unfavorable cases, to encoding a single character one needs 8
bits/character instead of 7 bits/character).

² The dictionary may be enlarged, by adding longer words (phrases) to it (e.g.and, the).
Unfortunately using a dictionary with long phrases will make it well adapted and e±cient for
a certain type of texts, but very ine±cient for other texts (compare the dictionaries suitable
for a mathematical textbook or for a collection of parliamentary speeches).
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² Semi-static dictionaries: one can build a dictionary well suited for a text. First, the dictio-
nary is sent as side information, and afterwards the text is sent, encoded with the optimal
dictionary. This has two drawbacks: (a) the overhead of side information may be very high,
for short texts, and (b) at encoder we need to pass two times through the text (read two times
a large ¯le).

² Adaptive dictionary is both elegant and simple. The dictionary is built on the °y (or it need
not to be built at all, it exists only implicitly) using the text seen so far. Advantages: (a)
there is only one pass through the text, (b) the dictionary is changing all the time, following
the speci¯city of the recently seen text.

A substring of a text is replaced by a pointer to where it has occurred
previously.

² Almost all dictionary methods are variations of two methods, developed by Jacob Ziv and
Abraham Lempel in 1977 and 1978, respectively. In both methods, the same principle is used:
the dictionary is essentially all or part of the text seen before (prior to the current position),
the codewords specify two types of information: a) pointers to previous positions and b) the
length of the text to be copied from the past.

² The variants of Ziv-Lempel coding di®er in how pointers are represented and in the limitations
they impose on what is referred to by pointers.
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² A (cartoon-like) example of encoding with an adaptive dictionary is given in the image below.
The decoder has to ¯gure out what to put in each empty box, by following each arrow, and
taking the amount of text suggested by the size of each box.

Pease porridge hot, 
Pease porridge cold, 
Pease porridge in a pot 
Nine days old. 

Some like it hot, 
Some like it cold, 
Some like it in a pot 
Nine days old.
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Pease porridge hot, 
Pease porridge cold, 
Pease porridge in a pot 
Nine days old. 

Some like it hot, 
Some like it cold, 
Some like it in a pot 
Nine days old.
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3.2 The LZ77 family of adaptive dictionary coders (Ziv-Lempel 77)

² The algorithm was devised such that decoding is fast and the memory requirements are low
(the compression ratio was sacri¯ced in favor of low complexity).

² Any string of characters is ¯rst transformed into a strings of triplets, where components have
the following signi¯cance:

{ The ¯rst component of a triplet says how far back to look in the previous text to ¯nd the
next phrase.

{ The second component records how long the phrase is. The ¯rst and second components
form a pointer to a phrase in the past text.

{ The third component gives the character which will follow the next phrase. This is
absolutely necessary if there is no phrase match in the past. It is included in every triplet
for uniformity of decoding.

² We start with a decoding example. Suppose the encoded bitstream contains the triplets
< 0; 0; a >< 0; 0; b >< 2; 1; a >< 3; 2; b >< 5; 3; b >< 1; 10; a >

² When the triplet< 5; 3; b > is received, the previous decoded text isabaabab. The pointer
< 5; 3; > tells to copy the past phraseaabafter abaabab. The character< ; ; b > tells to
append ab after abaababaab
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² When the triplet< 1; 10; a > is received, it tells to copy 10 characters starting with the last
available character. This is a recursive reference, but fortunately it can be solved easily. We
¯nd that the 10 characters are in factbbbbbbbbbb. Thus recursive references are similar to
run-length coding (to be discussed in a later course).

² In LZ77 there are limitations on how far back a pointer can refer and the maximum size of
the string referred to. Usually the window for search is limited to a few thousand characters.
Example: with 13 bits one can address 8192 previous positions (several book pages). The
length of the phrase is limited to about 16 characters. Longer pointers are expensive in bits,
without a signi¯cant improvement of the compression. If the length of the phrase is 0 the
position is not relevant

² The decoder is very simple and fast, because each character decoded requires only a table
look-up (the size of the array is usually smaller than the cache size). The decoding program
is sometimes included with the data at very little cost, such that a compressed ¯le can be
downloaded from the network without any software. When executed, the program generates
the original ¯le.
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Example of LZ77 compression

encoder output< 0; 0; a > < 0; 0; b > < 2; 1; a > < 3; 2; b > < 5; 3; b > < 1; 10; a >
decoder output a b aa bab aabb bbbbbbbbbba
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Encoding procedure

Goal: Given the text S[1...N], and the window length W.

Produce a stream of triplets < f; `; c > position-length-next character (the
binary codes forf; `; c are discussed latter).

1. Set p Ã 1. /* (S(p) is the next character to be encoded) */

2. While (p · N ) /* while we did not reach the end of the text */

2.1 Search for the longest match for S[p; p+1; : : :] in S[p¡ W; : : : ; p¡ 1]. Denotem the
position and̀ the length of the matchS[m; m +1; : : : ; m+ ` ¡ 1] ´ S[p; p+1; : : : ; p+ ` ¡ 1].

2.2 Write in the output stream the triplet < position,length,next character > ),
i.e. < p ¡ m; `; S[p + `] >

2.3 Set p Ã p + ` + 1. /*Continue encoding from S[p + ` + 1])*/
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Decoding procedure

0 Given a stream of triplets < f; `; c > (the binary codes forf; `; c are discussed latter).

1 Set p Ã 1. /* (S(p) is the next character to be decoded) */

2 While there are non-decoded triplets < f; `; c > /* while we did not reach the end
of the text */

2.1 Read the triplet < f; `; c > .

2.2 Set S[p; p+ 1; : : : ; p+ ` ¡ 1] = S[p ¡ f; p ¡ f + 1; : : : ; p ¡ f + ` ¡ 1].

2.3 Set S[p + `] Ã c.

2.4 Set p Ã p + ` + 1. /*Continue encoding from S[p + ` + 1])*/

63

3.3 The gzip variant of Ziv-Lempel 77

² Distributed by Gnu Free Software Foundation (author Gailly, 1993)

² Gzip uses a simple technique to speed up at the encoder the search for the best match in the
past.

{ The next three characters are used as addresses in a look up table, which contains a linked
list showing where the next three characters have occurred in the past. The length of the
list is restricted in size, by a parameter selected by the user before starting the encoding.
If there are long runs of the same characters, limiting the size of the list helps removing
the unhelpful references in the list.

{ Recent occurrences are stored at the beginning of the list.

² Binary encoding of the triplets< position,length,next character>

{ In gzip the encoding is done slightly di®erently than "classical" LZ77: instead of sending all
the time the triplet< position,length,character> , gzip sends either a pair< length,position> ,
when a match is found, or it sends< character> , when no match was found in the past.

{ Therefore a previous match is represented by a pointer consisting in "position" and
"length". The "position" is Hu®man coded such that more frequent "positions" (usu-
ally recent ones) are encoded using fewer bits than older "positions".
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{ The match length and the next character are encoded with a single Hu®man code (more
e±cient than separately Hu®man encoding the length and the character and adding an
extra bit to signal that what follows is length or character).

{ The Hu®man codes are generated semi-statically: blocks of up to 64Kbytes from the input
¯le are processed at a time. The canonical Hu®man codes are generated for the pointers
and raw characters, and a code table is placed at the beginning of the compressed form
of the block. The program does not need to read twice the ¯le (64 Kbytes can be kept in
memory).

² With its fast list search method and compact Hu®man representation of pointers and charac-
ters on Hu®man codes, gzip is faster and compresses better than other Ziv-Lempel methods.
However, faster versions exist, but their compression ratio is smaller.
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3.4 The LZ78 family of adaptive dictionary coders

² In LZ77 pointers can refer to any substring in the window of previous text. This may be
ine±cient, since the same substring may appear many times in the window, and we spare
multiple codewords for the same substring.

² In LZ78 only some substrings can be referenced, but now there is no window restriction in
the previous text.

² The encoded stream consists of pairs< index, character> , where< index,> points in a table
to the longest substring matching the current one, and< character> is the character following
the matched substring.

² Example

{ We want to encode the stringabaababaa

{ The encoder goes along the string and creates a table where it dynamically adds new
entries. When encoding a new part of the string, the encoder searches the existing table
to ¯nd a match for the new part, and if there are many such matches, it selects the longest
one. Then it will add to the encoded stream the address in the table of the longest match.
Additionally, he will add to the bitstream the code for the next character.
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{ When starting to encode the stringabaababaa, the table is empty, so there is no match
in it, and the encoder adds to the output bitstream the pair< 0; a > ("0" for no match
found in the table, and "a" for the next character). After this, the encoder adds to the
dictionary an entry for the string "a", which will have address 1.

{ Continuing to encode the rest of the string,baababaa, the table has the single entry "a",
so no match is found in the table. The encoder adds to the output bitstream the pair
< 0; b > ("0" for no match found in the table, and "b" for the next character). After this,
the encoder adds to the dictionary an entry for the string "b", which will have address 2.

{ Continuing to encode the rest of the string,aababaa, we can ¯nd in the table the entry
"a", which is the longest match now. The encoder adds to the output bitstream the
pair < 1; a > ("0" for match found in the ¯rst entry of the table, and "a" for the next
character). After this, the encoder adds to the dictionary an entry for the string "aa",
which will have address 3.
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² How the decoder works.

encoder output < 0; a > < 0; b > < 1; a > < 2; a > < 4; a > < 4; b > < 2; b > < 7; b > < 8; b >
decoder output a, b, aa, ba, baa,
Table entries a b aa ba baa
Table addresses 1 2 3 4 5

² In the example the encoded stream is< 0; a >< 0; b >< 1; a >< 2; a >< 4; a >< 4; b ><
2; b >< 7; b >< 8; b >. After decoding the ¯rst 5 pairs we have found the original text
a; b; aa; ba; baa. When processing the sixth pair,< 4; b >, which represents the phrase
4 (i.e. ba) and the following character is b, therefore we complete the decoded string to
a; b; aa; ba; baa; baband babis added to the dictionary as the phrase 6. The rest of the
decoded string is a run ofb's.

² The separation of the input string in substrings (the separation by commas in the previous
example) is called a parsing strategy. The parsing strategy can be implemented in a trie
structure. The characters of each phrase specify the path from the root to the node labeled
by the index of the phrase.
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                                                        TRIE DATA FOR LZ78 CODING
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² the data structure in LZ78 grows without any bounds, so the growth must be stopped to
avoid the use of too much memory. At the stopping moment the trie can be removed and
re-initialized. Or it can be partly rebuilt using a few hundred of the recent bytes.

² Encoding with LZ78 may be faster than with LZ77, but decoding is slower, since we have to
rebuild the dictionaries (tables) at decoding time.
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3.5 The Lempel-Ziv-Welch (LZW) variant of LZ78

² LZW is more popular than Ziv-Lempel coding, it is the basis of Unix compress program.

² LZW encodes only phrase numbers and does not have explicit characters in the encoded
stream. This is possible by initializing the list of phrases to include all characters, say the
entries 0 to 128, such that "a" has address 97 and "b" has address 98.

² a new phrase is built from an existing one by appending the ¯rst character of the next phrase
to it.

encoder input a b a ab ab ba aba abaa
encoder output 97 98 97 128 128 129 131 134
New entry added ab ba aa aba abb baa abaa
address of new entry128 129 130 131 132 133 134

² in the example the encoder output is formed of the indexes in the dictionary
97; 98; 97; 128; 128; 129; 131; 134. Decoding 97; 98; 97; 128; 128 we ¯nd the original texta; b; a; ab; ab
and construct the new entries in the dictionary 128; 129; 130; 131. We explain in detail the
decoding starting from the next received index, 129.

² First we read from the encoded stream the entry 129 to beba, which can be appended to
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the decoded string,a; b; a; ab; ab; ba. At this moment the new phrase to be added to the
dictionary is phrase 132 =abb.

² Then we read from the encoded stream the entry 131. This is found to beabaand added
to the decoded string,a; b; a; ab; ab; ba; aba. We also add to the dictionary the new phrase
133=baa.

² the lag in the construction of the dictionary creates a problem when the encoder references a
phrase index which is not yet available to the decoder. This is the case when 134 is received
in the encoded stream: there is no 134 index in the dictionary yet. However, we know that
134 should start withabaand contains an extra character. Therefore, we add to the decoded
string a; b; a; ab; ab; ba; aba; aba?. Now we are able to say what is the phrase 134, namely
abaa, and after this we can substitute ? bya.

² There are several variants of LZW. Unix compress is using an increasing number of bits for
the indices: fewer when there are fewer entries (other variants are using for the same ¯le the
maximum number of bits necessary to encode all parsed substrings of the ¯le).

² When a speci¯ed number of phrases are exceeded (full dictionary) the adaptation is stopped.
The compression performance is monitored, and if it deteriorates signi¯cantly, the dictionary
is rebuilt from scratch.
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Encoding procedure for LZW

Given the text S[1...N]

1. Set p Ã 1. /* (S(p) is the next character to be encoded) */

2. For each character d 2 f 0; : : : ; q¡ 1g in the alphabet do /* initial dictionary */

SetD[d] Ã characterd.

3. Setd Ã q ¡ 1 /* d points to the last entry in the dictionary */

4. While there is still text remaining to be coded do

4.1 Search for the longest match for S[p; p+ 1; : : :] in D. Suppose the match occurs
at entry c, with length`.

4.2 Output the code of c

4.3 Set d Ã d + 1. /* Add an entry to the dictionary*/

4.4 Set p Ã p + `.

4.5 Set D[d] Ã D[c] + + S[p] /* Add an entry to the dictionary by concatenation*/
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Decoding procedure for LZW

1. Set p Ã 1. /* (S(p) is the next character to be decoded) */

2. For each character d 2 f 0; : : : ; q¡ 1g in the alphabet do /* initial dictionary */

SetD[d] Ã characterd.

3. Setd Ã q ¡ 1 /* d points to the last entry in the dictionary */

4. For each code c in the input do

4.1 If d 6= ( q ¡ 1) then /* ¯rst time is an exception */

Set last character ofD[d] Ã ¯rst character ofD[c].

4.2 Output D[c].

4.3 Set d Ã d + 1. /* Add an entry to the dictionary */

4.4 Set D[d] Ã D[c] + +? /* Add an entry to the dictionary by concatenation, but the
last character is currently unknown*/
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3.6 Statistical analysis of a simpli¯ed Ziv-Lempel

Algorithm for the universal data compression system: The binary source sequence is sequentially
parsed into strings that have not appeared so far.

Let c(n) be the number of phrases in the parsing of the inputn-sequence. We need logc(n) bits
to describe the location of the pre¯x to the phrase and 1 bit to describe the last bit.

The above two pass algorithm may be changed to a one pass algorithm, which allocates fewer bits
for coding the pre¯x location.

The modi¯cations do not change the asymptotic behavior.

² Parse the source string into segments.

² Collect a dictionary of segments.

² Add to the dictionary a segment one symbol longer than the longest match so far found

² Coding : Transmit the index of the matching segment in the dictionary plus the terminal bit;

Example: 010100010! 0j1j01j00j010j
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Index in dictionary SegmentTransmitted message
1 0 (0,0)! 00
2 1 (0,1)! 01
3 01 (1,1)! 11
4 00 (1,0)! 010
5 010 (3,0)! 0110

² Length of the code for increasing sizes of segment indices is

L =
Number of segmentsX

j =1
log2(j ) + Number of segments

² If we assign the worst case length to all segment indices, and if the number of segments is
c(n) with n the total length of the input string, the length is

l = c(n)(1 + logc(n))

and the average length per input symbol is

l =
c(n)(1 + logc(n))

n
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² De¯nition A parsing of a binary stringx1x2 : : : xn is a division of the string into phrases,
separated by commas. A distinct parsing is a parsing such that no two phrases are identical.

² Lemma (Lempel and Ziv) The number of phrasesc(n) in a distinct parsing of a binary
sequencex1x2 : : : xn satis¯es

c(n) ·
n

(1 ¡ "n) logn

where" = min(1; log(logn)+4
logn ).

² Theorem

Let f X ng be a stationary ergodic process with entropy rateH (X ) and letc(n) be the number
of distinct phrases in a distinct parsing of a a sample of lengthn from this process. Then

lim sup
n!1

c(n) logc(n)
n

· H (X )

with probability 1.

77

² Theorem

Let f X ng be a stationary ergodic process with entropy rateH (X ). Let l(X 1; X 2; : : : ; X n)
be the Lempel-Ziv codeword length associated withX 1; X 2; : : : ; X n. Then

lim sup
n!1

1
n

l(X 1; X 2; : : : ; Xn) · H (X )

with probability 1.

Proof We know thatl(X 1; X 2; : : : ; Xn) = c(n)(1+logc(n)). By Lemma Lempel-Zivc(n)
n ! 0

and thus

lim sup
n!1

1
n

l(X 1; X 2; : : : ; Xn) = lim sup
n!1

0

B
@

c(n) logc(n)
n

+
c(n)

n

1

C
A · H (X )
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SGN-2306 Signal Compression

4. Shannon-Fano-Elias Codes and Arithmetic Coding

4.1 Shannon-Fano-Elias Coding

4.2 Arithmetic Coding
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4.1 Shannon-Fano-Elias Coding

² We discuss how to encode the symbolsf a1; a2; : : : ; amg, knowing their probabilities, by using
as code a (truncated) binary representation of the cumulative distribution function.

² Consider the random variableX taking as valuesm letters of the alphabet,f a1; a2; : : : ; amg,
and for the letterai the probability mass function isp(X = ai ) = p(ai ) > 0.

² The (cumulative) distribution function is

F (x) = Prob(X · x) =
X

ak · x
p(ak)

where we assumed the "lexicographic" ordering relation "ai < a j if i < j ". Note that if one
changes the ordering, the cumulative distribution function will be di®erent.

² y = F (x) is a function having its plot as stairs, with jumps atx = ak (see plot on next page).
Even though there is no inverse functionx = F ¡ 1(y), we may de¯ne a "partial inverse" as
follows: If allp(ai ) > 0, an arbitrary valuey 2 [0; 1) uniquely determines a symbolak, as
that symbol that obeysF (ak¡ 1) · y < F (ak). We may use the plot ofF (x), to identify the
valueak for whichF (ak¡ 1) · y < F (ak). Note that F (ak) = F (ak¡ 1) + p(ak), which is a
fast way to computeF (ak).
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² To avoid dealing with interval boundaries, de¯ne

~F (ai ) =
i ¡ 1X

k=1
p(ak) +

1
2
p(ai )

The values~F (ai ) are the midways of the steps in the distribution plot.

² If ~F (ai ) is given, one can ¯ndai . The same is true if one gives an approximation of~F (ai ),
as long as it does not go outside the intervalF (ak¡ 1) · y < F (ak). Therefore the number
~F (ai ), or an approximation of it, can be used as a code forai . Since the real number~F (ai )
may happen to have an in¯nite binary representation, we have to look sometimes for numbers
close to it, but having shorter binary representations. From Shannon codes we know that a
good code forai needs to be represented in about log1

p(ai )
bits, therefore~F (x) needs to be

represented in about log1p(x) bits.
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Probability mass function and cumulative distribution
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Probability mass function and cumulative distribution for strings

² To extend the previous reasoning from symbols to strings of symbols,x, we have to:

{ compute for each of the strings ofn symbols the mass probabilityp(x) (such thatP x p(x) =
1),

{ de¯ne a lexicographic ordering for any two strings (each withn symbols)x and y, and
denoted it by the "ordering" symbol,x < y .

{ de¯ne the cumulative probability~F (y) = P
x<y p(x) + 1

2p(y)

² The code forx is obtained as follows: We truncate (°oor operation)~F (x) to `(x) bits to
obtainb~F (x)c`(x) where`(x) = dlog 1

p(x)e+ 1.

Important notation distinction: b~F (x)ck is the binary representation of the sub-unitary
number ~F (x), usingk bits for the fractional part.dlog 1

p(x)e denotes as usual the smallest
integer larger than log1

p(x) .

The codeword to be used for encoding the stringx is b~F (x)c`(x).
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² Property 1. The code is well de¯ned, i.e. withb~F (x)c`(x) we uniquely identifyx.

Proof:

~F (x) ¡ b ~F (x)c`(x) <
1

2̀ (x)

~F (x) ¡
1

2̀ (x) < b~F (x)c`(x)

Now we use the fact`(x) = dlog 1
p(x)e+ 1 and 2̀(x) = 2 £ 2dlog 1

p(x) e > 2£ 2log 1
p(x) = 2

p(x)

1
2̀ (x) <

p(x)
2

= ~F (x) ¡ F (x ¡ 1)

F (x ¡ 1) < ~F (x) ¡
1

2̀ (x)

F (x ¡ 1) < ~F (x) ¡
1

2̀ (x) < b~F (x)c`(x) · ~F (x)

Finally the uniqueness ofx givenb~F (x)c`(x) follows fromF (x ¡ 1) < b~F (x)c`(x) · ~F (x) (i.e.
looking at the plot of the cumulative functionz = F (x), the valuez = b~F (x)c`(x) falls on
the step atx, between the basis of the step and the middle of it.
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² Property 2. The code is pre¯x free.

{ Let associate to each codewordz1z2 : : : z` a closed interval, [0:z1z2 : : : z`; 0:z1z2 : : : z`+ 1
2` ].

Any number outside the closed interval has at least one bit di®erent in the bits 1 to`,
and thereforez1z2 : : : z` is not a pre¯x of any number outside the closed interval.

{ Extending now the reasoning to all codewords, the code is pre¯x free if and only if all
intervals corresponding to codewords are disjoint.

{ The interval corresponding to any codeword has length 2¡ `(x). A pre¯x of the codeword is
e.g.z1z2 : : : z`¡ 1. Can that pre¯x be a codeword itself? Ifz1z2 : : : z`¡ 1 is a codeword, than
it represents the interval [0:z1z2 : : : z`¡ 1; 0:z1z2 : : : z`¡ 1+ 1

2`¡ 1]. But the numberz1z2 : : : z`

necessarily belongs to the interval [0:z1z2 : : : z`¡ 1; 0:z1z2 : : : z`¡ 1 + 1
2`¡ 1], therefore there

is an overlap of the intervals. We already haveF (x ¡ 1) < b~F (x)c`(x), and similarly:

1
2̀ (x) <

p(x)
2

= F (x) ¡ ~F (x)

F (x) > ~F (x) +
1

2̀ (x) > b~F (x)c`(x) +
1

2̀ (x)

and therefore the interval [b~F (x)c`(x); b~F (x)c`(x) + 1
2`(x) ] is totaly included in the interval

[F (x ¡ 1); F (x)].
Now, the overlap of intervals is contradicted by our consideration on the cumulative
distribution for symbols. Consequently Shannon-Fano-Elias code is pre¯x free.
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Average length of Shannon-Fano-Elias Codes

² We usè (x) = dlog 1
p(x)e+ 1 bits to representx.

² The expected codelength is

L =
X

x
p(x)`(x) =

X

x
p(x)

0

B
@dlog

1
p(x)

e+ 1
1

C
A < H + 2 (19)

where the entropy isH = P
x p(x) log 1

p(x)

² Example 1. All probabilities are integer powers of1
2.

x p(x) F (x) ~F (x) ~F (x) in binary `(x) = dlog 1
p(x)e+ 1 Codeword

1 0:25 0:25 0:125 0:001 3 001
2 0:5 0:75 0:5 0:10 2 10
3 0:125 0:875 0:8125 0:1101 4 1101
4 0:125 1:0 0:9375 0:1111 4 1111
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Average length of Shannon-Fano-Elias Codes

² The average codelength is 2:75 bits, the entropy is 1:75 bits. Since all probabilities are powers
of two, the Hu®man code attains the entropy.

² One can remove the last bit in the last two codewords of Shannon-Fano-Elias Code in Example
1!

² Example 2. All probabilities are not integer powers of1
2.

The Hu®man code is in average 1.2 bits shorter than Shannon-Fano-Elias Code in Example
2.

x p(x) F (x) ~F (x) ~F (x) in binary `(x) = ( dlog 1
p(x)e+ 1 Codeword

1 0:25 0:25 0:125 0:001 3 001
2 0:25 0:5 0:375 0:011 3 011
3 0:2 0:7 0:6 0:1(0011) 4 1001
4 0:15 0:85 0:775 0:110(0011) 4 1100
5 0:15 1:0 0:925 0:111(0110) 4 1110
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4.2 Arithmetic coding
Motivation for using arithmetic codes

² Hu®man codes are optimal codes, for a given probability distribution of the source. However,
their average length is longer than the entropy, within 1 bit distance.

² To reach average codelength closer to the entropy, Hu®man is applied to blocks of symbols,
instead of individual symbols. The size of the Hu®man table needed to store the code increases
exponentially with the length of the block.

² If during encoding we improve our knowledge of the symbol probabilities, we have either to
redesign the Hu®man table again, or use an adaptive variant of Hu®man (but everybody
agrees adaptive Hu®man is not elegant nor computationally attractive).

² When encoding binary images, the probability of one symbol may be extremely small, there-
fore the entropy is close to zero. Without blocking the symbols, Hu®man average length is 1
bit! Long blocks are strictly necessary in this application.

² Whenever somebody needs to encode long blocks of symbols, or wants to change the code
to make optimal for the new distribution, the solution is arithmetic coding. Its principle is
similar to Shannon-Fano-Elias Coding, i.e. handling the cumulative distribution to ¯nd codes.
However, arithmetic coding is better engineered, allowing very e±cient implementations (as
speed and compression ratio) and an easy adaptation mechanism.
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Principle of arithmetic codes

² Essential idea: e±ciently calculate the probability mass functionp(xn) and the cumulative
distribution functionF (xn) for the source sequencexn = x1x2 : : : xn.

² Then, similar to Shannon-Fano-Elias Codes, use a number in the interval [F (xn)¡ p(xn); F (xn)]
as the code forxn.

A sketch: ExpressingF (xn) with an accuracy ofdlog 1
p(x)e will give a code for the source. So

the codewords for di®erent sequences are di®erent. But it is no guarantee that the codeword
are pre¯x free. As in Shannon-Fano-Elias Codes, we may usedlog 1

p(x)e + 1 bits to round
F (xn), in which case the pre¯x condition is satis¯ed.

² A simpli¯ed variant.

{ Consider a binary source alphabet, assume we have a ¯xed block lengthn that is known
to both the encoder and decoder.

{ We assume we have a simple procedure to calculatep(x1x2 : : : ; xn) for any stringx1x2 : : : ; xn.

{ We will use the natural lexicographic order on strings: a stringx is greater than a stringy
if x i = 1; yi = 0 for the ¯rst i such thatx i 6= yi . Equivalently,x > y if P

i x i2¡ i > P
i yi2¡ i ,

i.e. the binary numbers satisfy 0:x > 0:y.

{ The strings can be arranged as leaves in a tree of depthn (parsing tree, not coding tree!).
In the tree, the orderx > y of two strings means thatx is at right ofy.
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{ We need to compute the cumulative distributionF (xn) for a stringxn, i.e. to add all
p(yn) for whichyn < x n. However, there is a much smarter way to perform the sum,
described next.

{ Let Tx1x2:::xk¡ 10 the subtree starting withx1x2 : : : xk¡ 10. The probability of the subtree is

P(Tx1x2:::xk0) =
X

zk+1 :::zn
p(x1x2 : : : xk¡ 10zk+1 : : : zn) = p(x1x2 : : : xk¡ 10)

The cumulative probability can therefore be computed as

F (xn) =
X

yn· xn
p(yn) =

X

T:T is to the left ofxn
p(T)

=
X

k:xk=1
p(x1x2 : : : xk¡ 10) (20)
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{ Example: For a Bernoulli source withµ = p(1) we have

F (01110) = p(T1) + p(T2) + P(T3) = p(00) + p(010) +p(0110)

= (1 ¡ µ)2 + µ(1 ¡ µ)2 + µ2(1 ¡ µ)2

{ To encode the next bit of the source sequence, we need to calculatep(x ix i+1 ) and update
F (x ix i+1 ).

{ To decode the sequence, we use the same procedure to calculatep(x ix i+1 ) and update
F (x ix i+1 ) for variousx i+1 , and check when the cumulative distribution exceeds the value
corresponding to the codeword.

{ The most used mechanisms for computing the probabilities are i.i.d. sources and Markov
sources.
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{ For i.i.d. sources

p(xn) =
nY

i=1
p(x i )

{ For Markov sources of ¯rst order

p(xn) = p(x1)
nY

i=2
p(x i jx i ¡ 1)

{ Encoding is e±cient if the distribution used by the arithmetic coder is close to the true
distributions.

{ The adaptation of the probability distribution will be discussed in a separate lecture.

{ The implementation issues are related to the computational accuracy, bu®er sizes, speed.
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Statistical modelling + Arithmetic coding = Modern data compression

Next Symbol

Cumulative
Distribution
of Symbols

Statistical
Arithmetic
   encoder

 modeller

 Stream of bits Input image
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Arithmetic coding example

message:BILL GATES

Character Probability Range
SPACE 1/10 0.00 - 0.10

A 1/10 0.10 - 0.20
B 1/10 0.20 - 0.30
E 1/10 0.30 - 0.40
G 1/10 0.40 - 0.50
I 1/10 0.50 - 0.60
L 2/10 0.60 - 0.80
S 1/10 0.80 - 0.90
T 1/10 0.90 - 1.00

New CharacterLow value High Value
0.0 1.0

B 0.2 0.3
I 0.25 0.26
L 0.256 0.258
L 0.2572 0.2576

SPACE 0.25720 0.25724
G 0.257216 0.257220
A 0.2572164 0.2572168
T 0.25721676 0.2572168
E 0.257216772 0.257216776
S 0.25721677520.2572167756

BILL GATES 2 (0:2572167752; 0:2572167756) = (41D8F 565H
232 ; 41D8F 567H

232 ) ) 32 bits

H = P 10
i=1 pi log2(pi ) = 3:12 bits / character

Shannon: To encodeBILL GATES we need at least) 31.2 bits
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Encoding principle

Set low to 0.0

Set high to 1.0

While there are still input symbols do

get an input symbol

code range = high - low.

high = low + range¢high range(symbol)

low = low + range¢low range(symbol)

End of While

output low
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Arithmetic coding: Decoding Principle

get encoded number

Do

¯nd symbol whose range straddles
the encoded number

output the symbol

range = symbol high value - symbol
low value

subtract symbol low value from en-
coded number

divide encoded number by range

until no more symbols

Encoded NumberOutput Low High Range
Symbol

0.2572167752 B 0.2 0.3 0.1
0.572167752 I 0.5 0.6 0.1
0.72167752 L 0.6 0.8 0.2
0.6083876 L 0.6 0.8 0.2
0.041938 SPACE 0.0 0.1 0.1
0.41938 G 0.4 0.5 0.1
0.1938 A 0.2 0.3 0.1
0.938 T 0.9 1.0 0.1
0.38 E 0.3 0.4 0.1
0.8 S 0.8 0.9 0.1
0.0
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References on practical implementations of Arithmetic coding

0 Mo®at, Neal and Witten (1998)

Source codef tp : ==munnari:oz:au=pub=arithcoder=

1 Witten, Neal and Cleary(1987)

Source codef tp : ==f tp:cpsc:ucalgary:ca=pub=projects=ar:cod=cacm¡ 87:shar
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SGN-2306 Signal Compression

5. Adaptive Models for Arithmetic Coding

5.1 Adaptive arithmetic coding

5.2 Models for data compression

5.3 Prediction by partial matching
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5.1 Adaptive arithmetic coding: an example

We want to encode the data stringbccbfrom the ternary alphabetf a; b; cg, using arithmetic
coding, and the decoder knows that we want to send 4 symbols.

² We will use an adaptive zero-model (which only counts the frequencies of occurrence of the
symbols with no conditioning, the so called { "zero memory" model).

² To evaluate the probability of the symbolsp(a); p(b) andp(c) we denote byN (a) the number
of occurrences of the charactera in the already received substring,N (b) the number of
occurrences of the characterb in the already received substring, and similarlyN (c), and then
assign the probability by

p(a) =
N (a) + 1

N (a) + N (b) + N (c) + 3
; p(b) =

N (b) + 1
N (a) + N (b) + N (c) + 3

;

p(c) =
N (c) + 1

N (a) + N (b) + N (c) + 3
; (21)

² When encoding the ¯rstb, the history available to the decoder is empty, and consequently
there is no knowledge about which of the three symbols is more frequent, therefore we assume
p(a) = p(b) = p(c) = 1

3, which is consistent with formula (21), sinceN (a) = N (b) = N (c) =
0. The arithmetic coder will ¯nally provide us a small subinterval of (0; 1), and virtually
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any number in that interval will be a codeword for the encoded string. During encoding, the
original interval (0; 1) is successively reduced, and we denote "low" and "high" the current
limits of the interval (initially low=0, high=1). At this ¯rst encoded symbol,b, the interval
(0; 1) is split according to the probability distribution, in three equal parts (see Fig. 2.18),
the interval needed to specifyb is (0:3333; 0:6667), thereforelow becomes 0.3333 andhigh
becomes 0.6667.

² When encodingc (the second character inbccb), we haveN (a) = 0; N (b) = 1; N (c) = 0 and
thereforep(a) = p(c) = 1=4 andp(b) = 2=4. To specifyc, the arithmetic coder will change
low to 0.5834 andhigh will be set to 0.6667.

² When encodingc, (the third character inbccb) we haveN (a) = 0; N (b) = 1; N (c) = 1 and
thereforep(a) = 1=5 andp(b) = p(c) = 2=5. To specifyc, the arithmetic coder will change
low to 0.6334 andhigh will be set to 0.6667.

² When encodingb, (the fourth character inbccb) we haveN (a) = 0; N (b) = 1; N (c) = 2 and
thereforep(a) = 1=6, p(b) = 2=6 andp(c) = 3=6. To specifyc, the arithmetic coder will
changelow to 0.6390 andhigh will be set to 0.6501.

² Now the encoder found the interval representing the stringbccb, and may choose whatever
number in the interval 0:6390; 0:6501 to be sent to the decoder. If we assume the encoding
is done in decimal, 0:64 will be a suitable value to choose, and the encoder has to send the
message 64.
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What will be the hexa number suitable to be sent, if we assume hexadecimal coding, knowing
the hexa representations of the decimal involved numbers? (What about the binary number?)

Decimal Hexadecimal
0.3333 0.55532617
0.6667 0.AAACD9E8
0.5834 0.9559B3D0
0.6334 0.A226809D
0.6390 0.A3958106
0.6501 0.A66CF41F
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5.2 Models for data compression

² A usefull model for data to be compressed is a good "predictive" model.

² Example: Build a good model for the text in a book. Most encoding methods are based on
explicit or implicit models of text.

² The already available information (existing at both encoder and decoder) is denoted byxn¡ 1
1 .

The task is to model the current symbolxn.

² By "predictive" model we commonly refer to two di®erent models:

{ the ¯rst speci¯es only the most probable symbol (provide a guess of the current symbol,
given what we have seen), but usually this model does not provide enough information
for e±cient coding!

x̂n = function (xn¡ 1
1 ; parameters)

{ a more complete model speci¯es the probability of the event "the current symbol equals
the symbolai 2 A"

P(xn = ai ) = function (ai ; xn¡ 1
1 ; parameters)

For arithmetic coding we need this second type of model.
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² Suppose the data is generated by using a "true" model, giving the probability ofthe current
symbol equals the symbolai 2 A:

P¤(xn = ai jxn¡ 1
1 )

If we use a di®erent modelQ(ai jxn¡ 1
1 ) ¢= P(xn = ai jxn¡ 1

1 ), in conjunction with a good coding
method (Hu®man or arithmetic coding) we will use¡ log(Q(ai jxn¡ 1

1 )) bits to encode the
symbolxn = ai . Therefore, the average length we obtain is

Lav = ¡
X

ai
P¤(xn = ai jxn¡ 1

1 ) log(Q(ai jxn¡ 1
1 ))

This average length is larger than

L¤
av = ¡

X

ai
P¤(xn = ai jxn¡ 1

1 ) log(P¤(xn = ai jxn¡ 1
1 )

Conclusion: To obtain the best compression performance, we need to employ modelsQ(ai jxn¡ 1
1 )

close or identical to the true onesP¤(xn = ai jxn¡ 1
1 ).

² Take the text example: given the previous seen text, what is the probability that the new
symbol is equal to a given letter of the alphabet?

{ If we are located after a punctuation sign, e.g. period, the next symbol is very likely to
be the space.
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{ If we are located after a period and space, the next character is very likely to be a capital
letter.

{ If we are located after a comma and a space, the next character is very likely to be a small
letter.

{ If we are located after the lettersth, the next character is very likely to bee, less likely
to bea, less to beo. It is almost impossible to have aZ as the next character. A good
model should provide probabilities for the next symbol, consistent with these heuristics.
The seen text will automatically teach us such constraints, but will tell nothing about the
frequency of occurrence of aZ after ath.
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Types of models

² According to their °exibility:

{ static models

{ semistatic models

{ adaptive models

² According to how much of the preceding text is taken into account in the predictionP(xn =
ai jxn¡ 1

1 )

{ ¯nite context model of orderm, wherem is the number of previous symbols used to
make the prediction,P(xn = ai jxn¡ 1

n¡ m). The best text compression methods use ¯nite
context models.

{ ¯nite state models. In Fig. 2.2 the ¯nite state machine has two states and each state
stores a di®erent probability distribution for the next symbol. That model will be useful
if the symbola is very likely to appear in pairs.
We start in state 1, wherea andb are predicted with probability12. If b is received, the
model remains in state 1. If ana is received, the state changes to 2, where the probability
of b is nowP = 1

100, and therefore 6.6 bits are needed to encodeb, as opposed toa, which
requires only 0:014 bits.
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The encoder and decoder use the same state machine, and keep track in the same way
of the transitions from one state to the other, according to the diagram. The probability
of next symbol is then read in the same way, from the same state, at both encoder and
decoder.

{ If the text to be compressed is in a formal language (C, Java), agrammar can be used
to model the language. The text is represented by sending the sequence of production,
or rules, that would generate the text from the grammar. More frequently occurring
productions can be encoded in fewer bits. The method is not appropriate for texts in
natural languages.

Finding the structure of the optimal state model

² The following string ofa; b; c; dsymbols contains 101 letters:

a d b a d a c b d c b a c b d b a c b a c d c d a c b a d a c b d b a

c b a c b a c d b a d a c b a c b a c b a d a c b a c b a c b a d c d

b a c b a d b a c d b d c b a c d a c b a c b a c b a c d d a
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A model of the sequence is a state-transition network that will be used for assigning proba-
bilities to the symbols in the string, starting at a designated start state. Each transition in
the state-transition network is labeled with a letter. When starting from a given state, and
following the string of symbols, the state machine goes through a sequence of states.

² Figure 7.1(b) shows four models. The starting state is marked with a bold arrow. Each model
can be evaluated by calculating the entropy of the sequence of letters with respect to it. We
pass the sequence through the model counting how many times each transition is used. We
calculate then the probability distribution of the symbols at one state according to the relative
frequency of each transition at that state. Fig. 7.1 (c) shows the transition counts and for the
¯rst model, the probabilities. It also gives the entropy of the sequence with respect to each
model.
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² To ¯nd the best model with a given number of states, all models with that number of states
are generated and their entropy is evaluated. The number of possible models withn states,
for an alphabet ofq symbols, is (pessimistically)nnq, so exhaustive search is possible only
for reasonably small models. Fig. 7-6 shows the best models with one, two, three and four
states.

² With the four states model one sees a cycle-of-3 pattern (the sequence was generated tacking
the cyclecbacbacbacbacba:::, cutting it in random points and inserting ad in between the
segments. With this type of model one can infer to distinguish between inputs (regular) and
delimiters (d is unpredictable).
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² You can experiment with the matlab ¯le from

http://www.cs.tut.¯/ » tabus/course/SC/FiniteStateMachines.m

b   n
b
=26

c   n
c
=4

d   n
d
=12

a   n
a
=30

a   n
a
=0

b   n
b
=0

c   n
c
=22

d   n
d
=7

Entropy = 1.4546

a   n
a
=1

b   n
b
=0

c   n
c
=22

d   n
d
=7

a   n
a
=29

b   n
b
=26

c   n
c
=4

d   n
d
=12

Entropy = 1.5046

The best state machine with two states The second best state machine with two states
(having the lowest entropy)
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Finite state machines are able to better model counting events

1. A ¯nite state machine for DNA sequences

Consider the sequence of bases along a string of DNA. There are four possible bases (A,C,G and
T) at each base position. They occur in triplets, therefore there are 43 = 64 possible combinations
(e.g.ACT , GCT etc). The probability of one of the bases occurring is strongly in°uenced by its
position within the triplet. The only way to ¯nd the position is to count back to the start of the
DNA to ¯nd at which position the cycle started.

The simplest model for a DNA sequence has three states, and is represented in Fig. 2-2.
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2. Modelling a gaming sequence

² This is an example of ¯nite state machine which models better than ¯nite context models.

² In Fig. 7.9 (a) we see the sequence ofhead's andtail 's obtained with a penny tossing machine.
The machine is not genuinely random. Can you spot from the sequence any regularity?

² Fig. 7-9(b) shows the best models with one, two, three, four and ¯ve states. Checking the
plot of entropy with respect to the model order, we ¯nd a steep transition from order 3 to
4. Indeed, at model 4 one sees two deterministic transitions. Therefore some symbols in the
sequence are perfectly predictable, namely every other third is deterministic (those with order
index 2,5,8,11...). Place a high bet on those events and you will get a nice gain!
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5.3 Prediction by partial matching

² Uses ¯nite context model(s) for the next character.

² It uses di®erent lengths for the context, depending on what contexts have been observed in
the previous coded text (this explains the name, partial matching).

² Suppose the text in Fig. 2.23 is compressed, and we ¯nished to transmitchillie andr is the
new character to be transmitted. PPM starts with a large context (typically 3 or 4 long).
Suppose we start with the context of 5 charactersillie to try to make a prediction. This string
has never occurred before, so the encoder switches to a context of four charactersllie. The
decoder can do the same, since it also ¯nds out that the 5 letter contextillie never occurred.

² The contextllie appeared before only once, and at that time it was followed by ans. This is
a zero frequencysituation (the context exists, but the character to be encoded was not seen
in this context). In this case, PPM sends a specialescapesymbol that tells the decoder to
switch to the shorter by one context. One way to assign probability to theescapesymbol is
to associate to it a count 1 (this is theescapemethod A). In the example,escapesymbol
has probability 1=2 and the symbols has probability 1=2.

² The three-symbol contextlie has occurred 201 times in the prior text, and in 19 of the cases it
was followed by anr . Allowing also one count for theescapefrom this context, the probability
of r is 19=202, which requires 3.4 bits. In total the symbolr needs 4.4 bits.
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² If the symbolr had not occurred in the order-3 context, anotherescapewould have been
used to get to the order-2 context, and so on. If the character has never occurred , even the
order-0 model cannot be used, and a furtherescapeis used to revert to the simple model
where all characters are coded with equal probability. Such a situation occurs only at the
early parts of the text, when the model did not see too much text yet.

² The probability estimates can be improved using theexclusion technique. In the example
above, in the contextlie the symbols has occurred 22 times, but it will certainly not be
coded in that context, since it appears in a longer context. Therefores can be excluded from
the count. This means that only 179 occurrences of the context will be used as a sample, and
r will have associated the probability 19=180 instead 19=202. The compression is improved,
but performing all checks needed by the exclusion process takes a little extra time.

² There are many variations of the PPM that o®er di®erent trade-o®s between speed and
compression.

² Fig 2.24 shows the number of bits used to code an excerpt from the end of Hardy book. The
number of bits for each character includes theescapecharacters. The letterd in old needs
only 0.19 bits. On the other extreme, one needs 11.06 bits for a closing parenthesis.

117

118



² The method to estimate theescapecharacters a®ects signi¯cantly the compression. One of
the better methods, called method C, estimates the probability of anescapeto ber=(n + r ),
wheren is the total number of symbols seen in the context, andr is the number of them
that were distinct. With PPMC combined with arithmetic coding Hardy's can be coded in
average to 2.5 bits per character (31 percent of the original size).

² In PPMD the probability of anescapeis r=2n, and the probability of a symbol that was
observedci times is (2ci ¡ 1)=2n.

² Another important variation concerns the use of arbitrarily large contexts (PPM ¤), and one
implementation of it, PPMZ, can compress Far from Madding Crowd at 2.2 bits per character.
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Available resources on Arithmetic coding

1 Mo®at, Neal and Witten (1998) Arithmetic coding revisited,ACM Transactions on Informa-
tion Systems, (16):256-294, 1998.

Source code

ftp://munnari.oz.au/pub/arith_coder/

2 Witten, Neal and Cleary(1987) Arithmetic coding for data compression,Communications of
ACM, 30(6):520-541, June 1987.

Source code

ftp://ftp.cpsc.ucalgary.ca/pub/projects/ar.cod/cacm-87.shar
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SIGNAL COMPRESSION

6. Coding: a bag of tricks?

6.1 Burrows-Wheeler coding

6.2 Run length codes

6.3 Elias code for integers
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6.1 Burrows-Wheeler coding

Burrows -Wheller coding was introduced in 1994 and is the technique used in one of the most
e®ective compressors of general use. The encoding has three steps:

² Block-transformation of the (text) ¯le

² MoveToFront reordering of one transformed block

² Hu®man or arithmetic coding of one block

The decoding is done in the reversed order:

² Hu®man or arithmetic decoding of one block

² Recovery of one transformed block ("inverse" MoveToFront)

² Inverse Block-transformation to recover the original (text) ¯le

The method has a non-standard position in the big picture of compression methods (most of them
being of two kinds: dictionary based, or statistical model based). Loosely, the Burrows-Wheeler
coding can be interpreted as a context based statistical model.

One disadvantage: the input is split into blocks that are processed one at a time, rather than the
process being continuously adaptive, as new characters arrive.
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Burrows-Wheeler Transform

² Burrows-Wheeler is a reversible transformation of a block ofN symbols.

² A de¯nition in one statement:Sort each character in the text, using its context as the
sort key.

² The goal: MAKE THE TRANSFORMED STRING AS CORRELATED AS POSSIBLE

At the latter stage, MoveToFront will DECORRELATE AS WELL AS POSSIBLE.

² The characters occurring in similar contexts are close one to another. As a consequence, in
the transformed string there are long substrings which contain only few characters.

² We take an example to illustrate the Burrows-Wheeler transform: the original string ismis-
sissippi

² After transformation, one obtains a new string,smspipissiiand the index 2 (the last index
tells the rank in the new string of the ¯rst letter in the original string).

² This transformation is reversible, one can recover the original string from the encoded string.
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² "Encoding" algorithm

{ the original string ismississippi

{ Write ississippi mas the ¯rst line in a matrix.

{ Make all circular shifts (e.g. at the left) of the string, resulting in a circulant matrix with
11 rows (the matrixP in the matlab simulation)

{ permute the rows ofP such that the submatrixPe(:; 1 : (N ¡ 1)) becomes lexicographically
sorted

{ check the matrixPe in the matlab simulation: The columnN ¡ 1 is iiiimppssss , thus
lexicographically sorted. Checking the columnN ¡ 2, we observe the ¯rst 4 entries are
mpss, they are lexicographically sorted because the neighbor entries in the columnN ¡ 1
areiiii .

{ reading each row ofPe from positionN ¡ 1 backward to position 1 one ¯nds the lexico-
graphically sorted contexts:
imippissis , ippississi , issimippis , ississimip , mippississ, pississimi , ppississim,
simippissi , sissimippi , ssimippiss, ssissimipp

{ the output of the transform step is the last column of the matrixPe, i.e. smspipissiiand
the index 2.
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% The input block of N characters is found in the vector inp
N=11;
input_str='mississippi'
inp=double(input_str(:));

% Here it is the Burrows-Wheeler "direct" transform

T=gallery('circul',inp); % This performs the circular shifts of inp
% P=flipud(T); % The matrix P is reversed up-down

keyP=P*[N.^[0:(N-2)]'; 0];
[skeyP,indP]=sort(keyP);
Pe=P(indP,:);
ind_first=find(indP==1)

% The message to send is: first the column Pd=Pe(:,N) and then ind_first
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char([P(:,1:(N-1)), P(:,N), Pe(:,1:(N-1)), Pe(:,N) ])

ississippi m sissippimi s
ssissippim i ississippi m
sissippimi s sippimissi s
issippimis s pimississi p
ssippimiss i ssissippim i
sippimissi s imississip p
ippimissis s mississipp i
ppimississ i issippimis s
pimississi p ippimissis s
imississip p ssippimiss i
mississipp i ppimississ i
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A template for you to experiment inverse BWT

The matrix Pe Last two rows in Pe

1 s i s s i p p i m i s
2 i s s i s s i p p i m
3 s i p p i m i s s i s
4 p i m i s s i s s i p
5 s s i s s i p p i m i
6 i m i s s i s s i p p
7 m i s s i s s i p p i
8 i s s i p p i m i s s
9 i p p i m i s s i s s
10 s s i p p i m i s s i
11 p p i m i s s i s s i

1 i s
2 i m
3 i s
4 i p
5 m i
6 p p
7 p i
8 s s
9 s s
10 s i
11 s i

127

The principle of the Inverse Burrows-Wheeler transformation

² We count the occurrence of each character in the encoded stringsmspipissii: four characters
i , one characterm, two charactersp and four characterss. Since by construction the last
column inPe was alphabetically sorted, the decoder can write it down at once:iiiimppssss
(See next page, second table).

² At this moment we know all the pairs of consecutive characters in the original string: (is),
(im ), (is), (ip), (mi ), (pp), (pi), (ss), (ss), (si), (si) (the symbols in one of these pairs are
consecutive only modulo wrap-around at the borders of the block). It remains to arrange
them in the proper order, knowing that the ¯rst symbol isPd(index) = Pd(2) ='m'.

² The decoder can now rebuild the columnN ¡ 2 ofPe. From the pairs (mi ), (pi), (si), (si)
found previously we ¯nd what precedes ani , therefore the columnN ¡ 2 of Pe starts with
the four entriesmpss (in that order, because they ought to be sorted lexicographically). The
same way, from the pair (im ) we ¯nd the ¯fth character in the columnN ¡ 2 ofPe to be a
i . From the pairs (ip), (pp), we ¯nd the 6'th and 7'th elements arei andp, respectively. The
last four characters in the columnN ¡ 2 ofPe results from the pairs (is), (is), (ss), (ss), to
be respectivelyi , i , s, s (they ought to come in this order, imposed by the encoder).

² It is now clear that the decoder can rebuild the whole matrixPe, and then, reading the second
row, it ¯nds the original string.
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² However, a much faster decoding can be obtained only from theN ¡ 1'th andN 'th columns
(we already know how to recover them) in the following way.

{ The only continuation ofm is given by the pair (mi ), therefore the second character in
the original string isi .

{ Now, what is the third letter? The symboli can be followed bym, or s or by p (the
decoder sees four possible pairs: (is), (im ), (is), (ip)). Therefore the answer is not trivial,
and we need to look back at how the encoder has built the tablePe.

{ We start our considerations with the ¯rst row ofPe. When we shift it once to the left, we
¯nd the 8'th row inPe. Looking only at the columnsN ¡ 1 andN of Pe (second Table
on next page), one can say already that the 8'th row is the shifted to the left version of
the ¯rst.

{ Reasoning the same way, we see that the shifted to the left version of the second row is
the row number 5 (here the choice was easy). Then, the shifted to the right of the third
row is row 9. We write the pointers to the shifted rows, as shown in the ¯fth Table on the
next page, and as explained in the "Decoding algorithm". These pointers are kept in the
arrayL.

{ Having these pointers, we decode now, starting from the row indicated by index (in-
dex=2) and jumping to the next position as indicated byL(index), picking from there
the character, and jumping to the new positions pointed to by that pointer, etc.
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The Inverse Burrows-Wheeler transformation

s
m
s
p
i
p
i
s
s
i
i

i s
i m
i s
i p
m i
p p
p i
s s
s s
s i
s i

M("i")=1
M("m")=5
M("p")=6
M("s")=8

1 i s
2 i m
3 i s
4 i p
5 m i
6 p p
7 p i
8 s s
9 s s
10 s i
11 s i

1 i s 8

2 i m 5

3 i s 9

4 i p 6

5 m i 1

6 p p 7

7 p i 2

8 s s 10

9 s s 11

10 s i 3

11 s i 4

L(1)=M(s)=8; M(s)=9

L(2)=M(m)=5; M(m)=6

L(3)=M(s)=9; M(s)=10

L(4)=M(p)=6; M(p)=7

L(5)=M(i)=1; M(i)=2

L(6)=M(p)=7; M(p)=8

L(7)=M(i)=2; M(i)=3

L(8)=M(s)=10; M(s)=11

L(9)=M(s)=11; M(s)=12

L(10)=M(i)=3; M(i)=4

L(11)=M(i)=4; M(i)=5
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The Inverse Burrows-Wheeler transformation (continued)

1 i s 8

2 i m 5

3 i s 9

4 i p 6

5 m i 1

6 p p 7

7 p i 2

8 s s 10

9 s s 11

10 s i 3

11 s i 4

L(1)=M(s)=8; M(s)=9

L(2)=M(m)=5; M(m)=6

L(3)=M(s)=9; M(s)=10

L(4)=M(p)=6; M(p)=7

L(5)=M(i)=1; M(i)=2

L(6)=M(p)=7; M(p)=8

L(7)=M(i)=2; M(i)=3

L(8)=M(s)=10; M(s)=11

L(9)=M(s)=11; M(s)=12

L(10)=M(i)=3; M(i)=4

L(11)=M(i)=4; M(i)=5

1 s 8

2 m 5

3 s 9

4 p 6

5 i 1

6 p 7

7 i 2

8 s 10

9 s 11

10 i 3

11 i 4

s
m

s
p

i
p

i
s

s
i

i
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% The Inverse Burrows-Wheeler transformation ("decoding" algorithm)
Pd=Pe(:,N); p=ind_first;
Ms=1;
for ii=1:max(Pd)

K(ii)=sum(Pd==ii);
if(K(ii)~=0), M(ii)=Ms; Ms=Ms+K(ii); char(ii), end

end
for i=1:N

s=Pd(i);
L(i)=M(s);
M(s)=M(s)+1;

end
i=p;
for k=1:N

Dec(k)=Pd(i);
i=L(i);

end
>> char(Dec)
ans =
mississippi
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The MoveToFront for Burrows-Wheeler coding

² After the Burrows-Wheeler transformation, the string will contain long substrings of alterna-
tions of a few characters (those speci¯c to a certain context and its variations). Therefore the
string is highly correlated.

² MoveToFront keeps a list of characters met in the text so far. Once it meets a character, it
places (moves) that character in the top of the list. The output of MoveToFront is the string
of indices in the list.

² Suppose the list of MoveToFront isipsm (i has index 0, it is the top of the list. Here is how
MoveToFront encodes the Burrows-Wheeler transformed stringsmspipissii

{ For the ¯rst character,s, a 2 is encoded, and the list becomessipm. For the second
character,m, a 3 is encoded and the list becomesmsip. For the third character,s, a 1 is
emitted.

² The output string produced by the MoveToFront will contain most of the time small num-
bers (0 will occur extremely often). Since only few numbers will have a high probability of
occurrence, the entropy of the string will be very low. E±cient entropy coding of this string
by Hu®man or arithmetic coding will produce a very good overall compression.
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BW transf. string MTF list MTF output code
s ipsm 2
m sipm 3
s msip 1
p smip 3
i psmi 3
p ipsm 1
i pism 1
s ipsm 2
s sipm 0
i sipm 1
i ispm 0
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Some experimental facts and insights in BW compression

² The following version ("Block Sorting Text Compression", ACSC'96, Melbourne, Australia
Jan 1996 [http://www.cs.auckland.ac.nz/» peter-f/]) is discussed

{ the initial sorting transformation yields a permuted version of the input text

{ A MoveToFront processing of the permuted text

{ a ¯nal statistical compression, based on arithmetic coding.

² Table 1 shows the results over Calgary corpus. The 4'th column speci¯es the average
MoveToFront distance for those symbols which move, i.e. they are not already at top of
the list. The 5'th column gives the fraction of symbols which are already at the top of the
MTF list and are emitted as zeros. The compression is clearly related to the proportion of
symbols which are emitted as zeros.

² The distribution of MoveToFront frequencies is shown in Figure 2 for three ¯les. Figure 3
shows the MTF code probabilities, for 128 codes.

² Applying the output of MTF stage to various good text compressors shows that the "better"
the compressors, the worse the ¯nal compression.

² Trying to move symbols to near the head of the list rather than the very head was not able
to improve compression.
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6.2 Run Length Codes

² They are most useful and easy to describe for binary input data.

² Suppose we have to encode the string 00011010001111011111000000000

² The string can be equivalently speci¯ed by the number of successive identical symbolsb1; b2; : : : ; b29:
3,2,1,1,3,4,1,5,9

² We denoter1 = 3; r2 = 2; r3 = 1; r4 = 1; r5 = 3; r6 = 4; r7 = 1; r8 = 5; r9 = 9

² The message to the encoder will be: ¯rst the starting bit in the original string, i.e. 0, followed
by the codes for the integersr1; r2; : : :.

² The codes for integers can be associated by various schemes. We will consider here the Ellias
codes and the Golomb-Rice codes, and also arithmetic coding.
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Range speci¯ed as Side Information

² A simple scheme requires some overhead to transmit ¯rst to the decoder the expected range
of the integers for the odd runs and for the even runs.

² Disadvantage: two passes are necessary.

² In the above example, the largest number ofr1 = 3; r3 = 1; r5 = 3; r7 = 1; r9 = 9 is 9, while
the largest ofr2 = 2; r4 = 1; r6 = 4; r8 = 5 is 5.

² Structure of the message: maxkf r2k+1g = 9; maxkf r2kg = 5; b1 = 0; r1 = 3; r2 = 2; r3 =
1; r4 = 1; r5 = 3; r6 = 4; r7 = 1; r8 = 5; r9 = 9

² To encode maxkf r2k+1g = 9 we use the binary representation of 9, i.e. 1001 in the following
decodable way: every bit is sent twice, and the sequence is ¯nished by 01:090= 1100001101.
The same technique is used for maxkf r2kg = 5, i.e. 050= 11001101

² Therefore the whole message will be 1100001101,11001101,0; 0011,010; 0001,001,0011,100, 0001,
101, 1001
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Adaptive coding using arithmetic coding

² Structure of the header: maxkf r2k+1g = 9; maxkf r2kg = 5; ±1; ±2; : : : ; ±9; ¯ 1; ¯ 2; ¯ 3; b1 = 0
where±i speci¯es thati appears as a integer in the sequencef r2k+1g and ¯ i speci¯es thati
appears as a integer in the sequencef r2kg . Therefore the header will be

1100001101; 11001101; 101000001; 11011; 0.

² The arithmetic coder will handle di®erently the sequencesf r2kg andf r2k+1g, collecting statis-
tics only for the symbolsi speci¯ed by±i = 1 and ¯ i = 1.
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6.3 Elias code for integers

² Rather than adapt the choice of run lengths for a particular binary image, the encoder and
decoder can agree to use prefabricated codewords to encode the integer values representing
the run lengths.

² Elias codewords

{ The integerj is assigned the codewordE(j ) of lengthjE(j )j, which satis¯es:jE(1)j = 2,
jE(2)j = 3, jE(3)j = 3 and forj ¸ 4 it satis¯es

jE(j )j = blog2 j c + 2(blog2(blog2 j c)c) + 1

{ The ¯rst 20 Elias codes are presented in the Table on next page.

{ The construction of the codewords forj ¸ 4 is as follows. Let the binary stringB(j )
consist of the binary expansion ofj with the leftmost entry removed (the leftmost entry
is always a 1 and is super°uous).Denote 1b1b2 : : : bk¡ 1bk the expansion in binary of the
lengthjB (j )j (attention, not ofB(j )!). Then the Elias codeword ofj is

E(j ) =

8
><

>:

1b1b1b2b2 : : : bk¡ 1bk¡ 101B(j ) if b k = 0
1b1b1b2b2 : : : bk¡ 1bk¡ 110B(j ) if b k = 1

{ To decode, if the codeword starts with a 0 the decoder recovers easily one of the three
possible codes,c(1) = 00; c(2) = 010; c(3) = 011. If the codeword starts with a 1, the
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decoder removes the 1 at the beginning ofE(j ), getting a stringE ¤(j ). The decoder
partitions E ¤(j ) from left to right into non-overlapping blocks of length two, stopping
when the ¯rst 01 or 10 pattern is detected. This will occur at thek¡ th block of length
two. From the expansion 1b1b2 : : : bk¡ 1bk the decoder obtainsjB (j )j and then obtainsj
from its binary expression.

{ Example 1. To form Elias code for the decimal number "one hundred",100, expand it ¯rst
in binary to get 1100100.
Remove the ¯rst bit, getting 100100, which will be put at the end of the codeE(100).
There are 6 bits in the string 100100. Expanding 6 in binary one gets 110, which we
represent as 11101. Finally the codeE(100) is 11101100100.

{ Example 2. Suppose the string 1110110010000 is received by the decoder. We ¯rst remove
the 1 at the beginning and continue reading 11, then 01, which indicates the boundary of
jE(x)j, which makesjE(x)j = 110, or 6 in decimal. Continue now reading 6 bits from the
input string, getting 100100. Concatenating the 1 at the beginning we get 1100100, i.e.
the code for one hundred. The last two bits, 00 are the code for the integer 1, therefore
the decoder understands the message as the sequence 100,1.
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Elias codes for the ¯rst 20 integers

Integer i Code word c(i ) Code length `(i )

1 00 2
2 010 3
3 011 3
4 10100 5
5 10101 5
6 10110 5
7 10111 5
8 110000 6
9 110001 6
10 110010 6
11 110011 6
12 110100 6
13 110101 6
14 110110 6
15 110111 6
16 100010000 9
17 100010001 9
18 100010010 9
19 100010011 9
20 100010100 9
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Brief analysis of Elias codes for integers

Code length `(i ) Integers i
2 1
3 2 3
5 4 5 6 7
6 8 9 10 11 12 13 14 15
9 16 . . . 31
10 32 . . . 63
11 64 . . . 127
12 128 . . . 255
15 256 . . . 512
. . . . . .

Checking Kraft inequality:

1X

i =1

2¡ ` (i ) = 2 ¡ 2 + 2 £ 2¡ 3 + 4 £ 2¡ 5 + 8 £ 2¡ 6 + 16 £ 2¡ 9 + 32 £ 2¡ 10 + 64 £ 2¡ 11 + 128 £ 2¡ 12 + 256 £ 2¡ 15 + : : :

= 2 ¡ 2 + 2 ¡ 2 + 2 ¡ 3 + 2 ¡ 3 + 2 ¡ 5 + 2 ¡ 5 + 2 ¡ 5 + 2 ¡ 5 + 2 ¡ 7 + : : :

= 2 ¡ 1 + 2 ¡ 2 + 2 ¡ 3 + 2 ¡ 4 + : : : = 1 (22)

Bonus exercise: Derive the Canonical Hu®man code having the same codelengths as Elias code. Can it compete with Elias code in e±ciency
of encoding/decoding? Or can it be presented in an intuitive manner, similar to Elias code?
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SIGNAL COMPRESSION

7. Image Compression. Lossless Techniques

7.1 JPEG-LS (also known as LOCO-I)

7.2 CALIC

7.3 FSM-L (made in Tampere) and other extensions
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Lossless image compression

² Image can be thought of as amemory source, with a peculiar arrangement of the samples
(depending on how we scan the image: line by line, column by column, zig-zag etc.).

² The coding methods for sources with memory should be applied: either predictive (similar to
PPM) or block coding (similar to Burrows-Wheeler) or dictionary based.

² For images the compression is more often discussed in two stages: decorrelation of samples,
followed by entropic coding.

² Decorrelation can be realized by prediction, or transforms, or subband decomposition (wavelets),
or block coding.

² For entropy coding we try to classify the samples as if they are coming from di®erent sources
(constant areas, textured areas etc) by de¯ningcontexts. In each context statistics are gath-
ered (to de¯ne the pdf) and entropic coding is performed.

² Most popular lossless compression techniques:

{ JPEG{LS or LOCO-I = LOw COmplexity LOssless COmpression for Images. (simple
predictor, many contexts, parametric pdf, Golomb-Rice coding and run-length coding)

{ CALIC (Context Adaptive Lossless Image Compression) (complex predictor, few contexts,
non-parametric pdf, arithmetic coding)
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{ JPEG 2000 based on integer-to-integer wavelets, lossless is an option. The coding tech-
nique: embedded block coding with block truncation (EBCOT).

{ \Current" JPEG; lossless is an option (trivial predictors, no contexts, Hu®man tables or
arithmetic coding).

{ JBIG and JBIG 2; intended mostly for 2 level images (black and white), but can be used
for gray scale images as well. (Boolean predictors, many contexts, run-length coding,
Hu®man tables or arithmetic coding).

² tens to hundreds of other methods have been proposed along the time, to incorporate di®er-
ent decorrelation techniques, scanning strategies, encoding techniques, progressive features,
multi-resolution decompositions, ¯le format °exibilities, image classes (medical, SAR, maps,
documents).

² Popular acronyms for lossless image compressors: GIF, TIFF, FELICS, HINT, MH, MR,
MMR, SP, ALCM, CLARA, BT-CARP, Sunset, and many more. Despite the high diversity
of methods and formats, the compression ratios are stubbornly about the same, di®erences
are within percents of the best.
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JPEG-LS (also known as LOCO-I)

² LOCO-I = LOw COmplexity LOssless COmpression for Images.

² Authors: M. Weinberger, G. Seroussi (Hewlett-Packard Laboratories), G. Sapiro (U. Min-
nesota).

² The method shares the same structure as many other lossless image compressors:

{ PREDICTION STEP { The value ^xt+1 is guessed for the next samplext+1 based on a
causal template of the available past dataxt.

{ CONTEXT SELECTION { The determination of a context in whichxt+1 occurs. The
context is a function of a possibly di®erent causal template.

{ RESIDUAL PDF ESTIMATION { A probabilistic model for the prediction residual (or
error signal)" t+1 = xt+1 ¡ x̂t+1 conditioned on the context ofxt+1 .

{ RESIDUAL ENCODING {Encoding the prediction errors using the probabilistic model
of the prediction error.

² Detailed information and free software

http://www.hpl.hp.com/loco/
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LOCO-I: Predictor

² The causal template is formed of 4 pixels

a = xW ; b= xN ; c = xNW ; d = xNE

² The predictor has two parts: one is ¯xed (not adaptive), the second is adaptive.

² The ¯xed predictor is Martucci's predictor(1991), renamed here median edge predictor(MED) :

x̂MED = median(a; b; a+ b¡ c)

² The adaptive predictor performs a context-based translation of residuals. The pixeld = xNE

is used only in the adaptive part of the predictor (not in the ¯xed one) when de¯ning the
context. The adaptive prediction subtracts from the prediction error the running average of
the prediction error collected in the given context (truncated to an integer) and is described
after discussing the context selection.
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Context modelling

² The main goal: to provide as many di®erent contexts, but with as few parameters as possible.

² The intent is to model the residuals by the probability distribution having only two parameters

P(µ;¹ )(" ) = C(µ; s)µ" ¡ R+ s

² The integer parameterR and fractional parameters stand for the overall bias¹ = R ¡ s.
The biasR will be cancelled by the translation of the residuals. Therefore the new residuals
(translated ones) will have the modelP(µ;s)(" ) = C(µ; s)µ"+ s (see Fig.2).

² The error residual alphabet. The image alphabet is ¯nite, having® symbols. For a given
predictionx̂, " takes values in the range¡ x̂ · " < ® ¡ x̂, therfore" can be remapped
revertibly to a value between¡b ®=2c andd®=2e ¡ 1.

² Context determination. The local gradientsg1 = d ¡ b, g2 = b ¡ c and g3 = c ¡ a
characterize the level of activity in the image (smoothness, edginess). Each di®erenceg1; g2; g3

is quantized asq1 = Q(g1),q2 = Q(g2), q3 = Q(g3). The quantizerQ(¢) has 9 regions
indexed by¡ 4; ¡ 3; ¡ 2; ¡ 1; 0; 1; 2; 3; 4. The context (¡ q1; ¡ q2; ¡ q3) is merged with the
context (q1; q2; q3). Therefore in total there are ((2¢4 + 1)3 + 1)=2 = 365 di®erent contexts.

² The quantizer regions aref 0g, §f 1; 2g, §f 3; 4; 5; 6g, §f 7; 8; : : : ; 20g, §f eje ¸ 21g. The
boundaries can be changed by the user if he wants so.
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LOCO-I: Key parameters

² The main intent: to provide as many di®erent contexts, but with as few parameters as possible.
Therefore only 4 integers are stored in each context. With them one can compute: the bias
of the ¯xed predictor residualE(x ¡ x̂), the displacements of the TSGD (see Figure 2), and
the average absolute value of the residuals after adaptive bias subtraction,E(j"0j).

² The parameters are the integersA; B; C; N , which are updated in each context, when a error
was coded in that context. Below we explain the role of each parameter (due to complexity
reasons, their updating only approximates the ideal parameters, so the explanation below are
only qualitative).

² The bias in a context could be computed as the cumulative sumD of ¯xed prediction errors,
divided by the number of context occurrence,N , which may provide the bias correction
C = dD=N e. The new parameter,B 2 (¡ N; 0] is the rest of the division, i.e.D = N ¢C+ B.

² C is the average error, which is used as the integer bias correction (adaptive prediction).

² With the parameterB , one can compute the fractional biass = B=N (see Figure 2). It is
needed in setting the parameter of the Golomb-Rice code.

² A is the sum of absolute values of the prediction residuals. It is needed in setting the parameter
of the Golomb-Rice code.
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² The parametersA; B; N are halved each timeN attains a predetermined thresholdN0. In
this way the immediate past is given a larger weight than the remote past.N0 = 64 by
default, but it may be set between 32 and 256.

LOCO-I: Coding the residuals

² First the errors are mapped to positive valuesM ("):

M (") =

8
><

>:

2j" j ¡ 1 if " < 0
2j" j if " ¸ 0

² The parameter of the Golomb-Rice code is estimated:

{ Compute the optimal code parameterk¤ from the relation 2k
¤

¼ E(j" j) by using the
parametersA andN

k = minf k0j2k0
N ¸ Ag In C language it is:for (k = 0; (N << k ) < A ;k + +)

{ if k > 0 choose the codeG2k(M (")). Otherwise, ifk = 0 and 2B > ¡ N choose code
G20(M (")). Otherwise, choose codeG20(M (¡ " ¡ 1)). (G2k(M (")) is the Golomb-Rice
code of parameter 2k).

{ ESC sequence. Golomb-Rice codes with the wrong parameter (smallk) may expand a lot
the data. If the integery we want to encode withG2k(M (")) will need more thanLmax

bits, an ESC is emitted, andy is transmitted in clear.
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LOCO-I: Coding the residuals { Run-length coding

² The encoder enters a \run" mode when a °at region context witha = b= c = d is detected.

² When the run is broken by a di®erent character, the encoder goes in \run interruption" state,
where the di®erence" = x ¡ b is encoded.

² If the same symbola occurs repeatedly, the number of occurrence is transmitted, using a
Golomb-Rice code. This makes extremely e±cient the coding of constant values in the image.

² The repetition of the same character is seen as a hit (value '0') while a '1 is a miss.EGm

denotes a variable-to-variable length code de¯ned over the extended binary alphabet

f 1; 01; 001; : : : ; 0m¡ 11; 0mg

Under EGm the extended symbol 0m is encoded with a 0, while 0`1 is encoded with a 1
followed by the binary representation of`.

² The adaptive change of the parameterm is performed according to block-MELCODE (Ohnishi,
Ueno,Ono, 1977, in Japanese), an adaptation technique for Golomb-Rice codes. The pro¯le
of change (after how many identical symbols we shall increasem) is stored in a table.
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LOCO-I: Near-lossless compression

² In near-lossless, every reconstructed value is guaranteed to di®er from the corresponding
original by up to a ¯xed amount,±.

² A traditional DPCM loop is used where the prediction residual is quantized into quantization
bins of size 2±+ 1, with reproduction at the center of the interval.

² The quantizer is

Q(") = sign(")

6
6
6
6
4
j" j + ±
2±+ 1

7
7
7
7
5

² Context modelling and prediction are based on the reconstructed values, so that the decoder
can mimic the operation of the encoder.

LOCO-A: An arithmetic coding extension

² useful for very compressible images: computer graphics, near-lossless mode with an error of
§ 3 or larger) or for images that are very far away of continuous tone or have sparse histograms.
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LOCO-I: Other features

² Color image coding

{ For multicomponent scans, a single set of context counters (namelyA, B , C, andN ) is
used across all components. Prediction and context determination are performed as in
the single component case.

{ Thus, the use of possible correlation between color planes is limited to sharing statistics.

{ A better decorrelation can be achieved in a preprocessing stage: If the color space is
R; G; B , compressing (R ¡ G; G; B ¡ G) representations with di®erences taken modulo
the alphabet size® in the intervalb¡b ®=2c; d®=2e ¡ 1c may yield savings between 20%
and 30%.

{ Given the variety of color spaces, the standardization of speci¯c ¯lters was left out of the
current standard.

{ The multicomponent scan can be interleaved either line by line or pixel by pixel.

² Paletized images. After decoding, each decoded sample value (e.g. an 8-bit index) is mapped
to a reconstructed sample value (RGB triplet) by means of mapping tables, embedded in the
bit stream. For good compression the palette table needs rearrangement.
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SIGNAL COMPRESSION

8. Lossy image compression: Principle of embedding

8.1 Lossy compression

8.2 Embedded Zerotree Coder
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8.1 Lossy compression - many degrees of freedom and many viewpoints

² The fundamental trade-o® is between the bitrate and the distortion. The larger the bitrate,
the less the distortions.

² Setting the requirements is in itself a challenge. Sometimes the applications know exactly
what is the allowed bitrate they can a®ord (restricted by the speed of the communication
link, real time requirements etc.)

² Negotiating between encoder and decoder - the best alternative is embedding: the encoder
produces a bitstream intended for virtually all kinds of decoders (from very low bit rate to
lossless).

² Given a bitrate, what is the best achievable quality? One has to split the bit budget in
between di®erent blocks, subbands, quantizers, or contexts.

² Bit allocation is di±cult even for the simplest predictive coding (1 predictor, 1 quantizer) : ¯x
the number of quantization levels. Compute the prediction errors. Encode them entropically
with arithmetic coding. What you get is a better bitrate. Change the number of levels etc.

² Perceptual e®ects are di±cult to be exploited (masking e®ects are not well described quanti-
tatively for nontrivial signals).

² Low bitrates. At 1 bit/pixel, you should transmit only a black and white image (0/1) decisions.
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8.2 Embedded Zerotree Coder

² Introduced by Jerome Shapiro (from David Sarno® Research Center, Princeton).

² We follow the paper and discuss the ¯gures from J. Shapiro "Embeded image coding using
zerotrees of wavelet coe±cients", IEEE Trans. on Signal Processing, 41:12, 3445-3462, 1993.

² The bits in the bitstream are generated in order of importance, yielding a fully embedded
code.

² The embedded code represents a sequence of binary decisions that distinguish an image from
the null image.

² The encoder can terminate the encoding at any point, allowing a target rate or distortion
metric to be met exactly.

² The compression results are competitive with most of other compression algorithms.

² Features:

{ a discrete wavelet transform;

{ prediction of absence of signi¯cant information across scales;

{ entropy-coded successive-approximation quantization;

{ use of adaptive arithmetic coding.
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Discrete Wavelet Transform

² trends and anomalies

² anomalies are well localized in time or space domain

² trends are well localized in frequency domain (periodical components), persist over a large
range of samples in time domain.

² Wavelets provide a signal representation in which some of the coe±cients represent long data
lags (low frequency range) and others represent short data lags, corresponding to wide band,
high frequency range.

² Hierarchical subband system, subbands are logarithmically spaced in frequency.

² First the image is divided into four subbands and critically subsampled:LL 1, LH 1, HL 1,
andHH 1, by performing lowpass and high pass ¯ltering separately on horizontal and vertical
directions.

² Each coe±cient represents a spatial area of 2£ 2 pixels in the original image. The lowfrequency
represent a band (0; ¼=2), while the high frequency represent the band from (¼=2; pi).
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Discrete Wavelet Transform (cont.)

² The process is repeated starting from the subbandLL 1, to obtain a coarser representation of
the image. At a coarser scale the coe±cients represent a larger spatial area of the image, but
a narrower band of frequencies.

² The connection between the coe±cients and the pixels of the original image is linear. Arrang-
ing both of them in two vectors,X andx

X = Wx (23)

whereW is the matrix of the linear transformation (on its rows are the coe±cients of the
¯lters).

² The ¯lters used are not too long (e.g symmetrical 9-tap QMF) and are used to obtain a
so called QMF pyramid. They have good localization properties, their symmetry allows for
simple edge treatment.

² Most importantly, the transformation matrix obtained for a discrete wavelet transform using
these ¯lters is close to unitary. ThereforekX k2 = kxk2 or P

i X 2
i = P

i x2
i .
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Zerotrees of Wavelet Coe±cients

² First observation: we deal with low bit rate coding (under 1 bit/pixel, usually 0.5 or 0.25 or
even 0.125, i.e. compressions of 8:1, 16:1, 32:1, 64:1).

² We ¯nally transmit only (allocate bits for) the coe±cients with large magnitudes. Therefore
we need to transmit also the location of those coe±cients. A quite large amount of the bit
budget is spent with sending the signi¯cance map (a decision whether a coe±cient is zero or
nonzero). The Zerotrees represents an e±cient way of transmitting this information.

² TotalCost=Cost of Signi¯cance Map + Cost of Nonzero Values

² Denotep the probability that a cost coe±cient is quantized to zero.

H = ¡ plog2 p ¡ (1 ¡ p) log2(1 ¡ p) + (1 ¡ p)(1 + HNZ ) (24)

HNZ is the conditional entropy of the absolute values of the quantized coe±cients (conditioned
on them being nonzero).

² If we have the target 0.5 bits/pixel, H=0.5. The extreme case is to quantize a nonzero
coe±cient with 4 bits (16 possible levels) makes necessary to set the probability of zero to
p=0.954 (i.e. 95.4% of all coe±cients have to be set to zero, and transmit values only for
4.6% coe±cients). The cost of the signi¯cance map is about 54% of the whole bit budget.
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The data structure: Zerotree

² A wavelet coe±cientX i is insigni¯cant with respect to a thresholdT if jX i j < T .

² HYPOTHESIS: if a wavelet coe±cient at a coarse scale is insigni¯cant with respect to a given
thresholdT, thenall wavelet coe±cients of the same orientation in the same spatial location
at ¯ner scales are likely to be insigni¯cant with respect toT.

² Every coe±cient at a given scale can be related to a set of coe±cients at the next ¯ner scale
of similar orientation. The coe±cient at the coarse scale is called parent, and all coe±cients
corresponding to the same spatial location at the ¯ner scales of similar orientation are called
children.

² For a given parent, the set of coe±cients at all ¯ner scales of similar orientation corresponding
to the same location are called descendants.

² The relations parent children are shown in Figure 4 (see also Figure 14.15 from the textbook).

² The scanning of the coe±cients is performed in such way that no child node is scanned before
its parent.

² For a N-scale transform, the scan begins at the lowest frequency subband, denotedLL N , and
scans subbandsHL N , LH N , HH N , at which point it moves to the scaleN ¡ 1. The scanning
pattern for a three -scale QMF pyramid is shown in Figure 5.
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² Given a thresholdT (with respect to which we determine whether or not a coe±cient is
signi¯cant or not) we have the following de¯nitions:

{ a coe±cient is said to be an element of a zerotree if itself and all of its descendants are
insigni¯cant with respect toT.

{ a coe±cient is said to be the root of a zerotree if it is an element in a zerotree and it is
not a descendant of a previously found zerotree root for the thresholdT.

{ a coe±cient is an isolated zero, if it is not a zerotree root, but it is insigni¯cant w.r.tT.

{ a coe±cient is positive signi¯cant if it is larger thanT.

{ a coe±cient is negative signi¯cant if it is smaller than¡ T.

² Therefore we use 4 symbols: zerotree root (zr), isolated zero (iz), positive signi¯cant (ps) or
negative signi¯cant (ns).

² the ¯ner scale of coe±cients is encoded only using two symbols (they have no descendants).

² The °ow chart for the decisions made at each coe±cient is shown in Figure 6.
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Successive{approximation

² Zerotrees are very e±cient to encode the signi¯cance map of wavelet coe±cients. Using them
produces a shorter code than the ¯rst order entropy or a run-length coding of the signi¯cance
map.

² By using successive approximation (or successive-re¯nement) we will encode many signi¯cance
maps, by using always zerotrees.

² The second reason for using successive{approximation is to develop an embedded code anal-
ogous with the binary representation of a real number.

² Successive-approximation quantization (SAQ) applies a sequence of thresholdsT0; T1; T2; : : : ; TN ¡ 1

to determine signi¯cance, where the thresholds are chosen such thatTn+1 = Tn=2. The initial
threshold is chosen such thatT0 < maxX j < 2T0.

² During encoding two separate list of wavelet coe±cients are maintained.

² The dominant list contains the coordinates of those coe±cients that have not been found yet
to be signi¯cant (in the same relative order as the original scan).

² The subordinate list contains the magnitudes of the coe±cients that have been found to be
signi¯cant. For each threshold the list is scanned once.
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² During a dominant pass the coe±cients with coordinates in the dominant list are compared
with the thresholdTi , and if they are signi¯cant, we also encode their sign. The signi¯cance
map is encoded using the zerotree method. When a coe±cient is found signi¯cant, it is
removed from the dominant list and its magnitude is appended to the subordinate list, mean-
while its magnitude in the wavelet transform array is set to zero so the signi¯cant coe±cient
does not prevent the occurrence of a zerotree on future dominant passes.

² A dominant pass is followed by a subordinate pass in which all coe±cients in the subordinate
list are scanned and one more bit of precision re¯nes the available magnitudes (as explained
in the example).

² The process continues to alternate between dominant passes and subordinate passes.

² In the decoding process each decoded symbol, both during the dominant and the subordinate
pass, re¯nes and reduces the uncertainty interval in which the true value of the coe±cient
may occur.
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Example

² The seven level decomposition is obtained with the six diadic ¯lterbanks shown on the next
page. The tree structure is formed by the root, which has 3 sons, each of the sons having in
turn 4 sons.

26 6 13 10
¡ 7 7 6 4
4 ¡ 4 4 ¡ 3
2 ¡ 2 ¡ 2 0

26 6 13 10
¡ 7 7 6 4
4 ¡ 4 4 ¡ 3
2 ¡ 2 ¡ 2 0

² The initial threshold value isT0 = 2blog2 26c = 16.

² We scan the coe±cients, starting with 26, which is larger than the threshold, therefore we
encode asp.

² The next coe±cient in the scan is 6, which is less than the threshold, therefore we check its
descendants if they are all insigni¯cant. The descendants are 13; 10; 6; 4, all being below the
threshold. Therefore 6 is a zerotree root, and we encode azr.

² The next coe±cient in the scan is¡ 7, which, together with its descendants 4; ¡ 4; 2; ¡ 2, is
less than the threshold. We encode another zerotree rootzr.

² The next coe±cient in the scan is 7, which, together with its descendants 4; ¡ 3; ¡ 2; 0, is less
than the threshold. We encode another zerotree rootzr.
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² We don't need to encode the rest of coe±cients separately because they have been already
encoded as parts of various zerotrees. The sequence of labels to be send at this point is

sp zr zr zr

Since each label requires 2 bits we have used 8 bits from the overall budget.

² The only signi¯cant coe±cient in this pass, the one with value 26, is included in our list
to be re¯ned in the subordinate pass. Since the reconstruction value is 1:5T0 = 24 the
reconstruction we can perform with the bits received up to now is

24 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0

² the next step is the subordinate pass, in which we obtain a correction term for the reconstruc-
tion value of the signi¯cant coe±cients. We have only 26 in the signi¯cant list; The di®erence
between 26 and the reconstruction value is 26¡ 24 = 2, which quantized with reconstruction
levels§ T0=4, i.e. f¡ 4; 4g we obtain the correction value 4, the reconstruction becoming
24 + 4 = 28. The correction is transmitted using a single bit, therefore up to now we use 9
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bits to get the reconstruction
28 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0

² We reduce now the threshold value by a factor of two and repeat the process. The value of the
new threshold isT1 = 8. We re-scan the coe±cient that have not yet been deemed signi¯cant
(we use an asterisk to emphasize we skip the signi¯cant coe±cients):

¤ 6 13 10
¡ 7 7 6 4
4 ¡ 4 4 ¡ 3
2 ¡ 2 ¡ 2 0

² The ¯rst coe±cient scanned is 6. It is less than the threshold, but its descendants are not
(i.e. 13> 8). This means 6 is an isolated zeroiz.

² The next coe±cient to scan is¡ 7, which we observe it is a zerotree root. The next coe±cient
to scan is 7, which we observe it is a zerotree root. The next coe±cients are 13 and 10 which
are both signi¯cant positivesp.The ¯nal two elements we scan are 6 and 4 which are both
isolated zeros (they do not have descendants).
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² The second dominant pass is coded as

iz zr zr sp sp iz iz

We have used up to know 23 bits. The signi¯cant coe±cients found in this pass are recon-
structed with values 1:5T1 = 12. The reconstruction at this point is

28 0 12 12
0 0 0 0
0 0 0 0
0 0 0 0

² The subordinate list isf 26; 13; 10g. The subordinate pass we take the di®erence between the
coe±cients and their reconstruction and quantize it to§ T1=4, i.e. f¡ 2; 2g. We obtain:
26¡ 28 = ¡ 2, with correction term =¡ 2
13¡ 12 = 1, with correction term = 2
10¡ 12 = ¡ 2, with correction term =¡ 2
Each correction requires a single bit, therefore using 26 bits we have the reconstruction

26 0 14 10
0 0 0 0
0 0 0 0
0 0 0 0

174



² Now we reduce the threshold toT2 = 4. The coe±cients to be scanned are

¤ 6 ¤ ¤
¡ 7 7 6 4
4 ¡ 4 4 ¡ 3
2 ¡ 2 ¡ 2 0

² The dominant pass results in the sequence

sp sn sp sp sp sp sn iz iz sp iz iz iz

This pass costs 26 bits, so up to now we used 52 bits. The reconstruction values are 1:5T2 = 6.
The subordinate list isf 26; 13; 10; 6; ¡ 7; 7; 6; 4; 4; ¡ 4; 4g. The reconstruction up to now is

26 6 14 10
¡ 6 6 6 6
6 ¡ 6 6 0

0 0 0 0

² We may continue until the bit budget is exhausted or other criterion is met.

² Sorting the subordinate list at the end using the information available to both encoder and
decoder would increase the likelihood a larger coe±cient being encoded ¯rst.

² We assumed a ¯xed number of bits for ¯xed length encoding. Using arithmetic coding can
further reduce the rate.
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Illustration of performance

Experimental conditions:

² Arithmetic coding with an adaptive model (the variant CACM) was used. The model is
initialized every time the threshold is divided by two.

² There is no training of any kind, no ensemble statistics of the images are used in any way.

² The header (12 bytes) has to specify: the number of wavelet scales, the dimension of the
image, the maximum histogram counts for the models in the arithmetic coder, the image
mean and the initial threshold.

² The images are standard grayscale 512£ 512 images with 8 bit/pixel.

² PSNR (peak signal to noise ratio) is de¯ned asPSNR = 20 log10
255

MSE ,
MSE = 1

5122
P 512

i=1
P 512

j =1 (D ij ¡ D̂ ij )2.

² Coding results for Lena and Barbara are presented in Tables III and IV.

Comparison with other coders:

² JPEG does not allow to specify a target bit rate, but instead allows the user to select a
"Quality factor".
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² Barbara at 0.38 bpp. Jpeg reaches 26.99dB while EZW reaches 29.39 dB.

² Barbara at 26.99dB. JPEG needs 0.38 bpp while EZW needs 0.27 bpp.

² Visually the 0.38 bpp EZW looks much better than the 0.38 bpp JPEG (the latter presents
disturbing blocking artifacts).

² in other progressive schemes using wavelets: the number of coe±cients retained was 2019,
using 0.26 bpp, the resulting SNR was 24.42 dB. Compare with EZW, which encodes at the
same 0.26bpp a number of 9774 coe±cients, to get 26.99 dB.

² When encoding and decoding are terminated in the middle of a pass, or in the middle of the
scanning of a subband, there are no artifacts produced that would indicate where the coding
stopped.

² The performance scales, even at very high ratios (the quality may be poor, but the image is
recognizable). With block coding schemes at the same high ratio there will not be enough
bits to even encode the DC coe±cients of each block.
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SIGNAL COMPRESSION

9. Lossy image compression: SPIHT and S+P

9.1 SPIHT embedded coder

9.2 The reversible multiresolution transform S+P

9.3 Error resilience in embedded coding
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9.1 Embedded Tree-Based Coding - Overview

² Supports desirable features:

{ embedded coding

{ fast compression and decompression

{ very precise distortion and rate control

{ support for lossless compression

{ great scalability

{ no need for training

² Two techniques are used:

{ Tree-based recursive partitioning scheme

{ Bit plane coding, permitting progressive transmission with gradual quality improvement

² History

{ Lewis and Knowles 1991 - A 64 Kb/s video codec using the 2-D wavelet transform DCC'91
They use the ¯rst time trees to exploit the statistical properties found in pyramidal
decomposition of natural images.
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{ Shapiro 1993, 1996. Embedded image coding using zero-trees of wavelets coe±cients,
IEEE Trans. Signal Processing 1996. (Earlier version at ICASSP'93)
Here the ¯rst time embedded trees and bit plane coding were used. EZW was the turning
point in lossy coding (see Chapter 8 of the lectures, describing EZW coding).

{ Said and Pearlman 1993, Image compression using spatial orientation trees, ISCAS'93
Said and Pearlman 1996, A new fast and e±cient codec based on set partitioning in
hierarchical trees. IEEE Trans. Circuits Syst. Video Technology, June 1996.
SPIHT method was introduced here, as an e±cient improvement of EZW. The arithmetic
coding (absolutely necessary in EZW) is not necessary here (however, one may gain small
improvements by using arithmetic coding).

{ Said and Pearlman 1996, An image multiresolution for lossless and lossy compression
IEEE Trans. Image Processing, Sept. 1996
Progressive from lossy to lossless compression is possible with the S+P multiresolution
transformation.

{ Recent developments: Use with di®erent image transformations
SPIHT can be used successfully with 8£ 8 DCTor 16£ 16 DCT.
The lifting scheme allows the development of better transforms for lossless compression

{ Recent developments: Resilience to transmission error
SPIHT can be changed to cope successfully with bit errors or even packet losses.
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SPIHT Progresive Image Transmission. Preliminaries

² The original image is the set of pixelspi;j where (i; j ) is the pixel coordinate. Denotep the
original image andc the coe±cients

c = ­( p)

obtained with a unitary hierarchical subband transformation ­(¢). The arrayc has the same
dimensions as the arrayp, andci;j is the transform coe±cient of coordinates (i; j ) (Note: the
coe±cientci;j has a signi¯cance very di®erent of that ofpi;j ).

² After receiving an approximate description of the coe±cients,ĉ, the decoder can obtain the
reconstructed image asp̂ = ­ ¡ 1(ĉ).

² The distortion of the reconstruction is given by

DMSE =
1
N

kp ¡ p̂k2 =
1
N

kc ¡ ĉk2 =
1
N

X

i

X

j
(ci;j ¡ ĉi;j )2

If the transform coe±cientci;j is transmitted exactly, the MSE decreases byc2
i;j =N. This

shows that the coe±cients with the larger magnitudes should be sent ¯rst.

Also the information in the value ofci;j can also be ranked according to its binary represen-
tation, the most signi¯cant bits should be transmitted ¯rst, using the bit-plane method.
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Transmission of the coe±cient values

² Assume the coe±cients are ordered according to the number of bits necessary for the binary
representation of their magnitude (See Fig. 1). The bits in the lowest rows are the least
signi¯cant bits.

² Assume that, besides the ordering information, the decoder receives the number¹ n corre-
sponding to the number of coe±cients such that 2n · j ci;j j < 2n+1 . In the example of Fig.1
¹ 5 = 2; ¹ 4 = 2; ¹ 3 = 4; : : :. The bits of the coe±cients should be sent as indicated by the
arrows in Figure 1.

² Because the coe±cients are in decreasing order of magnitude, the leading "0" bits and the
¯rst "1" of any column do not need to be transmitted.

² The progressive transmission can be implemented by Algorithm I (see the ¯gure labeled
Algorithm I).

² Normally, good quality images can be recovered after a relatively small fraction of the pixel
coordinates are transmitted.

² A large fraction of bit budget is used in the sorting pass, there the sophisticated coding is
necessary.
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Set partitioning sorting algorithm

² The ordering data is not explicitly transmitted. The encoder and decoder use the same sorting
algorithm, and the results of comparisons in the branching of the encoder is transmitted to
the decoder, who can duplicate encoder execution path.

² We do notsort all coe±cients. We need only to select coe±cients such that 2n · j ci;j j < 2n+1 ,
with n decremented after each pass. Givenn, a coe±cient is signi¯cant if 2n · j ci;j j, otherwise
it is insigni¯cant.

² The sorting algorithm divides the set of pixels into partitioning subsetsTm and performs the
magnitude test

max
(i;j )2Tm

fj ci;j jg ¸ 2n?? (25)

The subset is insigni¯cant if the answer is "no" (all coe±cients inTm are insigni¯cant). If the
answer is "yes", the subset is signi¯cant, and a certain rule is used to partitionTm into new
subsets, which will be in their turn tested for signi¯cance. The rule is chosen such that the
number of magnitude comparisons (bits to be transmitted) is minimized.
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Spatial orientation trees

² The spatial orientation tree is presented in Fig. 2 , in the form of a hierarchical pyramid.
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² Each node of the tree corresponds to a pixel and is identi¯ed by the pixel coordinate. Its direct
descendants are called o®springs, corresponds to the pixels of the same spatial orientation in
the next ¯ner level of the pyramid.

² Each node, has either no o®spring (the leaves) or four o®springs, which always form a group
of adjacent pixels. In Fig. 2 the arrows are oriented from the parent to the o®springs.

² The pixels in the highest level of the pyramid are the tree roots and are also grouped in 2£ 2
adjacent pixels and in each group of four, one of them (the star) does not have any o®springs.

² The following sets of coordinates are needed in the explanation:

{ O(i; j ): set of coordinates of all o®springs of node (i; j ).

{ D(i; j ): set of coordinates of all descendants of node (i; j ).

{ H : set of coordinates of all spatial orientation tree roots (nodes in the highest pyramid
level).

{ L (i; j ) = D(i; j ) ¡ O (i; j ).

² The set are easily found, e.g. except at highest and lowest pyramid levels

O(i; j ) = f (2i; 2j ); (2i; 2j + 1); (2i + 1; 2j ); (2i + 1; 2j + 1)g.

² The rules for splitting the set (e.g. when found signi¯cant):

{ The initial partition is formed with the sets (i; j ) andD(i; j ), for all (i; j ) 2 H .
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{ If D(i; j ) is signi¯cant, then it is partitioned intoL (i; j ) plus the four single-element sets
with (k; l ) 2 O (i; j ).

{ If L (i; j ) is signi¯cant, then it is partitioned into the four setsD(k; l ) with (k; l ) 2 O (i; j ).

The coding algorithm

² The signi¯cance information is stored in three ordered lists:

{ LIS - list of insigni¯cant sets

{ LIP - list of insigni¯cant pixels

{ LSP - list of signi¯cant pixels

The entries in LIS are sets of the typeD(i; j ) (type A) or typeL (i; j ) (type B).

² During the sorting pass the pixels in the LIP - which were insigni¯cant in the previous pass
- are tested, and those that became signi¯cant are moved to the LSP.

The sets are sequentially evaluated following the LIS order, and when a set is found signi¯cant
it is removed from the list and partitioned. The new sets with more than one element are
added back to LIS, while the one element sets are added to the end of LIP or LSP, according
to their being signi¯cant.
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² The algorithm is presented in Algorithm II , being essentially the same as Algorithm I, but
using set partitioning approach in sorting pass.

² The signi¯cance function is de¯ned as follows:

Sn(Tm) =

8
><

>:

1 if max(i;j )2Tm fj ci;j jg ¸ 2n

0 otherwise

² The decoding algorithm is identical, except all occurrences of the "output" function must be
replaced by the "input" function.

² An additional task of the decoder is to update the reconstructed image. The decoder will use
the information that 2n · j ci;j j < 2n+1 , and the sign ofci;j to reconstruct ^ci;j = § 1:5£ 2n.
During the re¯nement pass, the decoder adds or subtracts 2n¡ 1 to ĉi;j .

² Arithmetic coding is not strictly necessary, the bitstream is very e±cient.

² If used, arithmetic coding may improve several percents the compression ration. The mapping
of bits to symbols for the arithmetic coding tries to make use of similar features of the 2£ 2
blocks of pixels.
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Example

² The same example as for EZW encoding in the previous lecture.

26 6 13 10
¡ 7 7 6 4
4 ¡ 4 4 ¡ 3
2 ¡ 2 ¡ 2 0

We go through three passes at the encoder and generate the transmitted bitstream, then
decode the bitstream.

² First pass

The value ofn is 4. The three lists at the encoder are:

{ LIP:f (0; 0) ! 26; (0; 1) ! 6; (1; 0) ! ¡ 7; (1; 1) ! 7g

{ LIS:f (0; 1)D; (1; 0)D; (1; 1)D;g

{ LSP:fg

We examine the contents of LIP. The coe±cient at location (0,0) is greater than 16, therefore
it is signi¯cant and we transmit a 1, then a 0 to indicate the coe±cient is positive and move
the coordinate (0,0) as the ¯rst entry in LSP.
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The next three coe±cients in the list LIP are all insigni¯cant (in absolute value below the
threshold 16). We transmit a 0 for each coe±cient and leave them in LIP.

The next step we examine the contents of LIS. Looking at the descendants of the coe±cient
at location (0,1)(13,10,6, and 4), we see that none of them are signi¯cant at this value of the
threshold, so we transmit a 0. Looking at the descendants of (1,0) and (1,1) we see that none
is signi¯cant at this value of the threshold, therefore we transmit a 0 for each set.

In the re¯nement pass we do not do anything, since there are no elements from previous pass
in LSP.

We transmitted 8 bits at the end of this pass

10000000

and the three lists are now

{ LIP:f (0; 1) ! 6; (1; 0) ! ¡ 7; (1; 1) ! 7g

{ LIS:f (0; 1)D; (1; 0)D; (1; 1)D;g

{ LSP:f (0; 0) ! 26g

² Second pass

We decrementn to 3, the threshold is now 23 = 8.

We ¯rst examine the contents of LIP. Each is insigni¯cant at this threshold, so we transmit
three zeros.
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We next examine the contents of LIS. The descendants of the coe±cient at location (0; 1)
are 13; 10; 6; 4, the ¯rst two being signi¯cant. The setD(0; 1) is signi¯cant. We transmit a
1 for this and examine the o®springs of the coe±cient at location (0; 1). The ¯rst o® spring
is signi¯cant positive, we transmit a 1 followed by a 0. The same happens with the second
o®spring, so we send another 1 followed by 0. We also move the coordinates of these two
coe±cients tp LSP. The next two o®springs are both insigni¯cant, therefore we transmit a 0
for each and move them to LIP. AsL (0; 1) = fg , we remove (0; 1)D from LIS.

Looking at the other elements form LIS, both of these are insigni¯cant, therefore we send an
0 for each.

In the re¯nement pass we examine the content of LSP from the previous pass. There is only
one element, with value 26. The third most signi¯cant bit of 26 is 1, so we transmit a 1
(2610 = 110102 has the bits:b4 = 1, b3 = 1, b2 = 0, b1 = 1, b0 = 0).

In this second pass we transmitted 13 bits:

0001101000001

and the three lists are now

{ LIP:f (0; 1) ! 6; (1; 0) ! ¡ 7; (1; 1) ! 7; (1; 2) ! 6; (1; 3) ! 4g

{ LIS:f (1; 0)D; (1; 1)D;g

{ LSP:f (0; 0) ! 26; (0; 2) ! 13; (0; 3) ! 10g
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² Third pass

We decrementn to 2, the threshold is now 22 = 4. The bits sent during this pass are

1011101010110110011000010

and the list ot the end of the pass are:

{ LIP:f (3; 0) ! 2; (3; 1) ! ¡ 2; (2; 3) ! ¡ 3; (3; 2) ! ¡ 2; (3; 3) ! 0g

{ LIS:fg

{ LSP:f (0; 0) ! 26; (0; 2) ! 13; (0; 3) ! 10; (0; 1) ! 6; (1; 0) ! ¡ 7; (1; 1) ! 7; (1; 2) !
6; (1; 3) ! 4; (2; 0) ! 4; (2; 1) ! ¡ 4; (2; 2) ! 4;g

² Decoding

The decoder initializes every list as the encoder:

{ LIP:f (0; 0); (0; 1); (1; 0); (1; 1)g

{ LIS:f (0; 1)D; (1; 0)D; (1; 1)D;g

{ LSP:fg

² Decoding, ¯rst pass After receiving the bit string 10000000 the decoder can change the
lists to

{ LIP:f (0; 1); (1; 0); (1; 1)g
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{ LIS:f (0; 1)D; (1; 0)D; (1; 1)D;g

{ LSP:f (0; 0)g

The reconstruction of the image at this point is

24 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0

² Decoding, second pass After receiving the bit string 0001101000001 the decoder can
change the lists to

{ LIP:f (0; 1); (1; 0); (1; 1); (1; 2); (1; 3)g

{ LIS:f (1; 0)D; (1; 1)D;g

{ LSP:f (0; 0); (0; 2); (0; 3)g

The reconstruction of the image at this point is
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28 0 12 12
0 0 0 0
0 0 0 0
0 0 0 0

² Decoding, third pass After receiving the bit string 1011101010110110011000010 the de-
coder can change the lists to

{ LIP:f (3; 0); (3; 1); (2; 3); (3; 2); (3; 3)g

{ LIS:fg

{ LSP:f (0; 0); (0; 2); (0; 3); (0; 1); (1; 0); (1; 1); (1; 2); (1; 3); (2; 0); (2; 1); (2; 2)g

The reconstruction of the image at this point is

26 6 14 10
¡ 6 6 6 6
6 ¡ 6 6 0

0 0 0 0
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SPIHT - practical issues

² Comparison with JPEG

Next page presents side-by-side some images compressed with JPEG (using xv) and with
SPIHT to exactly the same ¯le size. Question: which is which?

Lena 512 x 512 @ 0.31 bpp: SPIHT PSNR = 35.12 dB

JPEG PSNR = 31.8 dB (quality factor 15%).

² Subjective Evaluation

This is a serious subjective evaluation test for reconstructed images. One image was com-
pressed with SPIHT, the other is the original. There are two pages, each showing one case of
the following:

Lena 512 x 512 @ 0.5 bpp: PSNR = 37.12 dB.

Lena 512 x 512 @ 1.0 bpp: PSNR = 40.41 dB.

² SPIHT versus CREW - a fun historical view from Said and Pearlman

\In our paper "Reversible Image compression via multiresolution representation and predictive
coding", presented at the SPIE VCIP Symposium, Cambridge, MA, Nov. 1993, we proposed
a transformation for lossless compression called S+P transform (Sequential + Prediction),
and presented some embedded coding results with an earlier version of SPIHT.
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In March of 1995 Ricoh researchers presented at the IEEE DCC, Snowbird, UT, a paper called
"CREW: Compression with reversible embedded wavelets", proposing "reversible wavelets"
which are equal to a special case of our S+P transform (predictor "A" in the SPIE paper),
and propose a version of EZW for progressive transmission. So, the two works are indeed very
similar, but the least we can say is that our work was published more than a year earlier."
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Comparison of Rate-Distortion curves with and without arithmetic coding
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Comparison of encoding and decoding times with and without arithmetic coding
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9.2 The S+P transform

An Image Multiresolution representation for Lossless and Lossy Compression

² it is similar to subband decomposition

² the transformation can be computed with only integer additions and shift operations

² A sequence of integerscn; n = 0; : : : ; N ¡ 1 with N even, can be represented by two sequences:

ln = b(c2n + c2n+1 )=2c; n = 0; : : : ; N=2¡ 1

hn = c2n ¡ c2n+1 ; n = 0; : : : ; N=2¡ 1 (26)

The sequencesln and hn form the S transform ofcn. Since the sum and di®erence of two
integers correspond to either two odd or two even integers, the truncation is used to remove
the redundancy in the least signi¯cant bit.

² The division and downward truncation are realised by a single bit-shift.

² The inverse transformation is

c2n = ln + b(hn + 1)=2c

c2n+1 = c2n ¡ hn
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S+P cont.

² The twodimensional transformation is done by applying S+P sequentially to the rows and
columns of the image, to obtain the LL,HL,LH, and HH images. Applying again S+P to the
LL image we get the usual hierarchical pyramid.

² The maximum number of bits required to represent each pixel in the LL images does not
change with each transformation. On the other hand, the other bands (LH,HL,HH) require
a signed representation with a larger number of bits.

² Except for the truncation, the transformation can be considered a subband decomposition.

² To use S+P transformation in SPIHT, the transformation needs to be (close to) unitary (in
embedded lossy compression a unitary transformation allows to set correctly the transmission
priorities by using bit planes). A good approximation is

ln = ( c2n + c2n+1 )=
r

(2)

hn = ( c2n ¡ c2n+1 )=
r

(2)

Combining the corrective factors in the two-dimensional transformation we get the scaling
factors as powers of two.
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9.3 Robust wavelet zerotree image compression with ¯xed length packetization

² the output of a wavelet zerotree coder is manipulated into ¯xed-length segments

² the segments are independently decodable, and errors occurring in one segment do not prop-
agate into any other.

² the method provides both excellent compression and graceful degradation

² the scheme can perform region-based compression, in which speci¯ed portions of the image
are coded to higher quality

Coping with bit errors

² retransmission protocols (ARQ) allows the decoder to request that the encoder sends a packet
again. The cost is the introduced delay.

² Forward error control allows a certain number of errors to be corrected, with the cost of extra
bits added.

² The target bitrates: 0.1 to 0.4 bpp. Packet length is 53 bytes (48 bytes are free to be used)

² The encoder begins with the basic SPIHT algorithm (with no arithmetic coder) and four
levels of wavelet decomposition.

203

² For a 512£ 512 image there are 1024 coe±cients in the low-low band; each has 255 descendants
in its tree.

² The encoder encodes the image out to a target bit rate (e.g. 0.2 bpp) and stores the bits.

² Each stored bit is associated exactly with one of 1024 trees. SPIHT puts out bit streams in
which the bits corresponding to di®erent trees are interleaved, to yield progressivity.

² To achieve noise robustness, the progressivity is sacri¯ced, the output stream is de-interleaved
and organized into 1024 variable length sub-streams, where each sub-stream contains infor-
mation pertaining to only one tree of coe±cients.

Region of interest (ROI)

² The user speci¯es the ROI and its desired quality level.

² All coe±cients in ROI trees are multiplied by some factor> 1, increasing their apparent
signi¯cance. Therefore they will be coded using more bits. The side information required by
the decoder includes the pre-multiplication factor and the parameters necessary to specify the
region.
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